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Abstract
Positive semidefinite matrices arise in a variety of fields, including statistics, signal
processing, and machine learning. Unfortunately, when these matrices are high-dimensional
and/or must be operated upon many times, expensive calculations such as the spectral
decomposition quickly become a computational bottleneck.
A common alternative is to replace the original positive semidefinite matrices with low-rank
approximations whose spectral decompositions can be more easily computed. In this
thesis, we develop approaches based on the Nyström method, which approximates a
positive semidefinite matrix using a data-dependent orthogonal projection. As the Nyström
approximation is conditioned on a given principal submatrix of its argument, it essentially
recasts low-rank approximation as a subset selection problem.
We begin by deriving the Nyström approximation and developing a number of fundamental
results, including new characterizations of its spectral properties and approximation error.
We then address the problem of subset selection through a study of randomized sampling
algorithms. We provide new bounds for the approximation error under uniformly random
sampling, as well as bounds for two new data-dependent sampling methods. We continue
by extending these results to random positive definite matrices, deriving statistics for the
approximation error of matrices with Wishart and beta distributions, as well as for a broader
class of orthogonally invariant and residual independent matrices.
Once this theoretical foundation has been established, we turn to practical applications
of Nyström methods. We explore new exact and approximate sampling methods for
randomized subset selection, and develop greedy approaches for subset optimization. We
conclude by developing the Nyström approximation as a low-rank covariance estimator that
provides for computationally efficient spectral analysis while shrinking the eigenvalues of
the sample covariance. After deriving expressions for its bias and mean squared error, we
illustrate the effectiveness of the Nyström covariance estimator through empirical examples
in adaptive beamforming and image denoising.
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x, y, z
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rank(A)
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dim(S)
span(X )
AIJ
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xy
x w y
σi (A)
λi (S)
A+
AI
Ck (A)
∼
D
=
I(·)
S∗k
b
S(I)

field of real numbers
field of complex numbers
(column) vectors
i-th element of vector x
set of all real-valued n-length column vectors
set of all complex-valued n-length column vectors
matrices
(i, j)-th element of matrix A
matrix transpose
matrix conjugate transpose (Hermitian transpose)
n × n identity matrix
rank of matrix A
range space (column space) of matrix A
dimension of subspace S
vector span of set of vectors X
submatrix of A specified by index sets I and J
principal submatrix of A specified by I; equivalent to AII
x majorizes y
x weakly majorizes y
i-th singular value of matrix A (in nonincreasing order)
i-th (real) eigenvalue of symmetric matrix S (in nonincreasing order)
Moore-Penrose pseudoinverse of matrix A
Schur complement of AI in A
k-th compound of a matrix A
distributed as; used to relate a random variable to its distribution
equal in distribution
indicator function
optimal k-th order approximation of S
Nyström approximation of S given I
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Chapter 1

Introduction
Data is an essential part of engineering and the applied sciences. Nearly every technical
field involves the collection, processing, and analysis of data in some form, and as the
availability and power of computational resources continue to improve, so do our capabilities
for performing these tasks.
In many fields, however, our ability to acquire data far outpaces our capacity to operate on
it. Today, it is common to find applications involving data sets of size and dimensionality
ranging from several thousand to millions (or even larger), such as gene identification in
bioinformatics [1,2], portfolio optimization in finance [3], and community detection in largescale graphs and networks [4, 5]. For these applications, performing even the most basic
analyses requires a substantial amount of computation.
Fortunately, “data” is not always synonymous with “information”, and we often believe
(or at least hope) that a collection of data vectors can be described by a mechanism much
simpler than might be suggested by its raw size and dimension. If we assume this mechanism
to be linear, one of the most powerful notions of simplicity involves the linear-algebraic
concept of rank.
Consider a p×n matrix X, whose columns are a collection of data vectors {x1 , . . . , xn } ⊂ Rp .
The rank of X, denoted rank(X), is equal to the size of the largest linearly independent set
of its columns. Consequently, rank(X) = k ≤ min(p, n) implies that there exists a set of k
vectors {b1 , . . . , bk } ⊂ Rp such that
xj =

k
X

aij bi ,

i=1

where {aij } is a set of coefficients for i = 1, . . . , k and j = 1, . . . , n.

1
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In matrix form, we can write this summation as
X = BA ,
where B is a p × k matrix whose columns are b1 , . . . , bk and A is a k × n matrix whose
elements are the corresponding coefficients. Instead of a collection of pn values, this
representation describes X as a collection of pk + kn values.
When k is small with respect to p and n, we describe X qualitatively as being “low-rank”.
In this case, the form X = BA represents a much simpler description of the data than does
the original matrix, one which can be exploited to yield substantial improvements in the
computational efficiency of data analysis.
Of course, in real-world applications, data often are not low-rank. However, there are many
situations in which data can be well approximated using relatively few basis components,
and thus we can achieve computational gains by replacing X with a low-rank version that
is in some sense “close” to the original.
This discussion brings us to several questions that will be the the focus of this dissertation.
By what means and under what conditions can we reliably approximate a matrix with one
of lower rank? Can we guarantee the performance of such approximations? What manner
of computational gains can we expect?

1.1

The Low-Rank Approximation Problem

Throughout this work we will focus on low-rank approximation of a special class of matrices,
namely those that are symmetric and positive semidefinite. We refer to an n × n matrix S
as positive semidefinite if it is symmetric and aT Sa ≥ 0 for all a ∈ Rn , and as positive
definite if it is positive semidefinite with aT Sa = 0 if and only if a = 0.
We focus on the positive semidefinite case for two reasons. The first is that positive
semidefinite matrices arise naturally in a wide variety of applications, often as the Gram
matrix or covariance of an underlying data set, or as the discretized version of some positive
semidefinite function. The second reason is that the properties of positive semidefinite
matrices permit certain geometric approaches to the approximation problem, which allow
for tractable theoretical analysis and efficient computational methods.
Let us define the low-rank approximation problem more precisely. Given an n × n positive
b according to two criteria.
semidefinite matrix S, we wish to define an approximate matrix S
b to be “close” to S, in the sense that kS − Sk
b is small with respect to some
First, we want S
b
matrix norm. Second, we require that rank(S) ≤ k, where k is referred to as the order of
the approximation.
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We will state most of our results in terms of a particular class of matrix norms called
unitarily invariant norms. We refer to a norm k·k as unitarily invariant if for any n × n
matrix A,
kAk = kUAVk ,
for all n × n unitary matrices U and V. (An n × n real or complex matrix U is unitary
if UHU = UUH = In .) It can be shown that the value of a unitarily invariant norm
depends only upon the singular values of its argument [6], allowing us to characterize data
in a manner irrespective of the coordinate system in which it is originally expressed. The
class of unitarily invariant norms includes several of the most commonly-used matrix norms,
including the spectral, Frobenius, and trace norms.

1.1.1

Optimal Low-Rank Approximation

b where now k·k denotes any unitarily
Consider again the approximation error kS − Sk,
invariant matrix norm. Perhaps the most obvious question one could ask about low-rank
approximation is the following: does an optimal approximation defined by
S∗k ≡ arg min

b
S−S

(1.1)

b : rank(S)≤k
b
S

exist, and if so, can it be computed efficiently? In fact, a solution S∗k does exist, and
can be determined from the eigenvalues and eigenvectors of S. Let S have the spectral
decomposition
n
X
S = VΛVT =
λi vvTi ,
i=1

where Λ is an n × n diagonal matrix containing the eigenvalues λ1 , . . . , λn of S, and V is
an n × n orthogonal matrix whose columns are the corresponding eigenvectors v1 , . . . , vn .
If we define Λk to be the k × k diagonal matrix containing only the k largest eigenvalues
and Vk to be the n × k matrix containing the k corresponding eigenvectors, then it can be
shown [6] that an optimal approximation with respect to (1.1) is given by
S∗k = Vk Λk VTk ,
for any unitarily invariant norm.
If we interpret S as the Gram matrix S = XT X for some p × n matrix X, we can also
examine this optimal approximation in terms of an underlying data set. Let X have the
singular value decomposition
X = UΣVT ,
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where Σ is a p × n diagonal matrix containing the singular values of X, and U and V are
p×p and n×n orthogonal matrices. By construction, S has the same spectral decomposition
as before:
S = XT X = VΣT UT UΣVT = VΛVT ,
where Λ = ΣT Σ. If we let Uk be the p × k matrix whose columns u1 , . . . , uk are the
left singular vectors of X corresponding to its k largest singular values, then an optimal
approximation is given equivalently by
S∗k = XT PX = VΣT UT



Uk UTk




UΣVT = Vk Λk VTk ,

(1.2)

where
P ≡ Uk UTk =

k
X

uuTi

i=1

represents an orthogonal projection onto the k-dimensional subspace of Rp spanned by
{u1 , . . . , uk }. Thus, when S is generated by an underlying data matrix, optimal low-rank
approximation can be alternatively characterized as the orthogonal projection of these data
onto an optimal low-dimensional subspace.

1.1.2

Efficient Low-Rank Approximation and the Nyström Method

We have stated that an optimal low-rank approximation exists and can be obtained using the
singular value decomposition. What is left then to say about the low-rank approximation
problem?
While in theory an optimal approximation may be computable, the complexity of the
singular value decomposition of S scales as O(n3 ). Consequently, optimal approximation
is infeasible for any applications that deal with large, high-dimensional data sets; in
these cases, practitioners must pursue less expensive sub-optimal solutions to the low-rank
approximation problem instead.
Most current approaches to computationally tractable low-rank approximation follow one
of two general methodologies. The first is to retain all of the original data and pursue the
singular value decomposition directly using approximate spectral methods, which compute
singular values and vectors numerically using iterative algorithms. Examples of this type
include the Lanczos algorithm [7] and other Krylov subspace methods [8, 9]. Although
such approaches have seen effective use in practice, they have a number of drawbacks. In
particular, their efficiency is highly dependent on the sparsity of S, and their inherently
iterative nature limits opportunities for parallel implementation.
A second strategy is to reduce computational complexity by summarizing or compressing
the underlying data in some way. One frequently-used approach is to select a subset of
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“landmark” samples or coordinates that can be used to characterize the geometry of the
data set as a whole [10, 11]. Alternatively, we can attempt to summarize data by its image
under some sort of low-rank projection, in a manner analogous to the optimal projection
given in (1.2). An advantage to this approach is that it can offer strong geometric insights,
such as the celebrated Johnson-Lindenstrauss lemma [12, 13], which bounds the distortion
in pairwise distances between data points under the action of a random projection. The
theoretical implications of this lemma have provided a foundation for several practical and
computationally efficient methods, such as [14, 15].
In this work, we focus on an approach that unifies these two general methodologies: the
Nyström method. Although its origins date back more than 80 years [16,17], recently the
Nyström method has seen renewed interest within a variety of application areas, including
machine learning [11, 18], image segmentation [19], and computer vision [20].
The Nyström method can be viewed as a spectral approximation technique that computes
approximate eigenvalues and eigenvectors based on a k × k principal submatrix of an n × n
positive semidefinite matrix S. However, if we interpret S as the Gram matrix S = XT X for
some p×n matrix X, the Nyström method can also be viewed as an efficient projection-based
approach that maps X onto the low-dimensional subspace spanned by a given k-subset of its
columns. By bridging these two methodologies, the Nyström method allows us to perform
approximate spectral analysis of S while enjoying the analytical tractability and strong
geometric understanding offered by projection-based approaches.
In addition, the Nyström method possesses favorable computational properties. Given an
n × n matrix S, we can construct an approximation of fixed order for a cost of O(n2 );
furthermore, if we do not need construct the entire approximation but wish only to know
its eigenvalues and eigenvectors, they can be computed for a reduced cost that scales as
O(n).
We also will find that since the Nyström approximation depends only on a fraction of the
elements in S, we can realize additional savings whenever construction of S is part of the
computational burden. For example, if S corresponds to a sample covariance matrix, we
only need to compute (k 2 + k)/2 + nk variances and covariances before determining a k-th
order approximation of S, rather than the full set of (n2 + n)/2.

1.2

Example Application: Approximate Spectral Clustering

Let us begin our investigation of the Nyström method with an example of its use in a
canonical application, namely data clustering [21, 22]. We will show that using the
Nyström method, we can reduce by several orders of magnitude the computation needed to
solve a typical clustering problem, with little to no apparent reduction in performance.
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To define a standard clustering problem, consider the set of vector-label pairs
D ≡ {(x1 , y1 ), . . . , (xn , yn )} ⊂ X × Y,
where X ⊂ Rp and Y is a set of k labels. Assuming we are not permitted knowledge of
y1 , . . . , yn , the goal of clustering is to design an algorithm by which the vectors x1 , . . . , xn
can be correctly partitioned into k classes (or “clustered”) based on their unknown labels.

1.2.1

Spectral Clustering

Many popular algorithms attempt to solve the clustering problem in a graph-theoretic
context [23,24], which involves generating an undirected, weighted graph G = (V, E) whose
vertices V correspond to x1 , . . . , xn and whose edges represent some measure of pairwise
similarity between each (xi , xj ) ∈ X × X . In this setting, clustering can be recast as a
classical graph cutting problem: what set of edges in V should we remove to divide G into
k connected components, while best preserving the characteristics of each component?
The method of spectral clustering [24, 25] solves this graph cutting problem via spectral
analysis of the graph Laplacian matrix. If A is an n × n adjacency matrix containing
the edge weights (i.e. similarities) between pairs of vertices and D is a diagonal matrix
containing the degree of each vertex, then the graph Laplacian matrix of G is given by
L ≡ D − A.
It can be shown [26] the number of zero eigenvalues of L is equivalent to the number
of connected components in G, with the associated eigenvectors indicating which vertices
belong to each component. Consequently, by embedding the graph in a k-dimensional
subspace using these eigenvectors, we can effectively separate data into the clusters
represented by each graph component. Similarly, when G is fully connected (so that L
has only one zero eigenvalue), the eigenvectors corresponding to the k smallest eigenvalues
provide an embedding wherein weakly connected subgraphs are well separated from one
another. This separation allows labels to be easily determined using a simple clustering
algorithm such as k-means.
Note that in practice, many spectral clustering approaches use normalized versions of the
graph Laplacian [24, 27], such as
1

1

1

1

L ≡ D− 2 (D − A) D− 2 = In − D− 2 AD− 2 .

(1.3)

This normalization attempts to improve the stability of the clustering algorithm by ensuring
that all of the eigenvalues of L lie in the range [0, 1]. We will take (1.3) to be our definition
of the graph Laplacian matrix in subsequent discussion.
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Approximate Spectral Clustering Using the Nyström Method

One of the primary factors limiting the utility of spectral clustering for real-world problems
is computational cost. Since the standard spectral decomposition of L requires O(n3 )
operations, computation of the k smallest eigenvectors will be infeasible for large n.
Even when L is a sparse matrix (allowing for efficient spectral analysis using sparse
numerical methods), it still must be constructed from adjacency matrix of G, which
involves n2 = n(n − 1)/2 comparisons between pairs of vectors in Rp . Consequently, simply
determining L requires at least O(n2 p) operations, and can require much more if the given
measure of similarity between vectors is expensive to evaluate.
One way to reduce the computational burden of spectral clustering, first proposed in [19],
is to use the Nyström method to obtain approximate eigenvectors of L. Consider the n × n
positive semidefinite matrix
1

1

S ≡ D− 2 AD− 2 = In − L,

(1.4)

for L defined as in (1.3). Let λ1 (L) ≥ · · · ≥ λn (L) denote the eigenvalues of L, with
λi (L) ∈ [0, 1] for all i = 1, . . . , n. Since S and L are diagonalized by the same set of
eigenvectors, (1.4) implies that
λi (S) = 1 − λn−i+1 (L) ,
for i = 1, . . . , n. Thus, the k leading eigenvectors of S are equivalent to the k trailing
eigenvectors of L that will be used to generate an embedding of G.
Instead of computing these vectors exactly, let us approximate them by the k eigenvectors
b a k-th order approximation of S obtained using the Nyström method. For reasons we
of S,
will discuss in Chapter 3, these eigenvectors can be computed without fully constructing
b and require only O(n) operations, significantly less than the cost of the full spectral
S
decomposition of S.
b only depend on k columns (or rows)
Moreover, we will find that that the eigenvectors of S
of S, and thus we need only to determine k(n − k) of the elements of S before computing
its approximation. In general, this property of the Nyström method will provide additional
computational savings whenever S is not explicitly provided, but instead must be evaluated
as a function of underlying data.
Note that in the case of S defined as in (1.4), exact normalization still requires that we
compute all the values in A in order to obtain the degree matrix D. However, as shown
in [19], if we define A in terms of a positive definite similarity function, we can compute a
k-th order Nyström approximation of A directly, and then normalize this matrix to obtain
a set of approximate eigenvectors. This alternative approach allows us to avoid calculating
all n2 of the elements of A.
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Image Segmentation Using Spectral Clustering

To illustrate the computational advantages of approximate spectral clustering using the
Nyström method, we continue with an example of its use in a typical clustering application:
image segmentation [19, 24]. Let z ∈ Rm represent an 8-bit grayscale image, where each
element zi ∈ {0, . . . , 255} is the intensity of the i-th image pixel for i = 1, . . . , m. In order
to “segment” the image, we wish to label the elements of z as belonging to one of k regions.
To perform segmentation using spectral clustering, we begin by defining a simple set of
features from which we can measure similarity. For i = 1, . . . , m, let xi denote a feature
vector for the i-th pixel. For our example, we define

T
xi ≡ αri βci γzi ,
where ri and ci denote the row and column position of the i-th pixel within the 2-D image,
and α, β, and γ are weighting constants. Given the set of feature vectors, we compute an
m × m similarity matrix A using a Gaussian similarity function,
!
kxi − xj k2
[A]ij = exp −
.
(1.5)
2σ 2
We refer to the parameter σ as the bandwidth. Note that this similarity function is positive
definite, i.e. given any set of unique vectors x1 , . . . , xm , the matrix defined by (1.5) is
guaranteed to be positive definite.
Given this setup, we can perform image segmentation in two different ways. The first
approach is to compute the normalized graph Laplacian as in (1.3), and then cluster pixels
using an embedding determined by its k trailing eigenvectors. The second approach is to
select or specify a subset of k rows or columns of A, compute the corresponding Nyström
approximation, normalize it, and then cluster pixels using an embedding according to its k
leading eigenvectors.
Figure 1.1 shows a 64×64 (m = 4096) modified Shepp-Logan phantom image [28], generated
using the Matlab function phantom.m. Also shown are binary (k = 2) segmentations of
the image obtained using the exact and approximate spectral clustering approaches. Both
methods used identical parameters of α = β = 0.01, β = 1, and σ = 10. To select a 2 × 2
principal submatrix from A upon which to base the Nyström approximation, we randomly
selected a pair of indices from the set {1, . . . , m} with uniform probability.
In this example, we see that both methods recover the same segmentation of the image.
However, exact spectral clustering required approximately 8.39 × 106 evaluations of the
similarity function in (1.5), followed by the spectral decomposition of a 4096 × 4096 matrix
(nearly the largest decomposition that can be handled by a typical personal computer).
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Figure 1.1: 64 × 64 modified Shepp-Logan phantom image (left), along with binary segmentations obtained
using the exact (middle) and Nyström (right) spectral clustering approaches.

On the other hand, approximate spectral clustering using the Nyström method required only
8189 similarity calculations, three orders of magnitude less than the exact approach. More
importantly, eigenvector calculation is performed through the singular value decomposition
of a 4096 × 2 matrix, which costs far less than a full spectral decomposition of L.
To illustrate how these computational disparities grow with image size, consider an image of
size 512 × 512 (m ≈ 2.62 × 105 ). In this case, segmentation using exact spectral clustering
would require approximately 3.43 × 1010 evaluations of the similarity function, followed
by the spectral decomposition of a (2.62 × 105 ) × (2.62 × 105 ) matrix. Obviously, such
computations would be utterly infeasible in most settings.
Alternatively, we can perform spectral clustering using the Nyström method by computing
similarities between approximately 5.24 × 105 pairs of pixels, followed by the singular value
decomposition of a (2.62 × 105 ) × 2 matrix. These calculations can be performed on a
modern personal computer in only a few seconds. Figure 1.2 shows a standard 512 × 512
test image, along with an example of a binary segmentation obtained using the Nyström
approximate spectral clustering approach.
Although by no means a comprehensive investigation, this short example helps to illustrate
the potential of the Nyström method as a computational technique. In the rest of
this dissertation, we will provide a number of theoretical results that characterize the
approximation performance of the Nyström method, while also exploring its practical
application through other empirical studies.

1.3

Contributions of This Dissertation

We conclude this chapter with a summary of the significant contributions of this dissertation.
The contributions of this work can be organized into three areas: new advances in the general
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Figure 1.2: 512 × 512 test image (left), along with a binary segmentation obtained using the Nyström
approximate spectral clustering approach (right).

theory of Nyström approximation, extension of the theory of Nyström approximation to
random matrices, and the development of new computational approaches for applying the
Nyström method in practice.

Advances in Nyström approximation theory. In Chapters 3 and 4, we focus on
development of the general theory of the Nyström method. In Chapter 3, we derive
the Nyström approximation and prove a number of its fundamental properties, including
several new characterizations of its eigenvalues and eigenvectors. Collectively, these results
constitute the most complete reference for matrix Nyström methods that is currently
available.
In Chapter 4, we address the problem of subset selection for Nyström approximation,
through a study of randomized methods. In the case of uniformly random subset selection—
one of the most commonly-used approaches in practice—we provide a number of new upper
and lower bounds for the expected error and error variance of the Nyström approximation.
We also introduce two new data-dependent distributions for randomized subset selection,
for which we derive upper bounds for expected error performance.

Nyström approximation of random matrices. In Chapter 5, we extend the results
of previous chapters to the case where the argument of the Nyström approximation is
randomly drawn from a specified distribution over the set of positive definite matrices.
Beginning with matrices drawn from the Wishart distribution, we expand upon a number
of results previously published in [29] regarding conditional and marginal statistics of the
approximation error. We also develop a simplified covariance model that allows us to
obtain closed-form expressions for expected error and error variance, given a variety of
subset selection methods. We then build upon our results for Wishart matrices to derive
error statistics for the Nyström approximation of beta random matrices. Finally, we study
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a general class of matrices whose properties admit tractable analysis under the Nyström
approximation. We conclude the chapter by proving a number of properties of this class
and deriving an expression for expected approximation error.

Algorithms and applications for Nyström approximation. Chapters 6 and 7 focus
on the practical application of Nyström methods. In Chapter 6, we discuss a number of
new and existing algorithms for subset selection. In particular, we develop exact sampling
algorithms for data-dependent distributions over subsets, as well as new Markov chain
Monte Carlo methods for approximate sampling. We also develop two new optimization
methods for subset selection, which yield improved error performance over random sampling
methods. After developing these methods, we study a general algorithmic technique in
Nyström approximation referred to as “oversampling”, and provide a new theoretical result.
We conclude the chapter with a comparison of various methods when applied to data
generated according to a novel random model.
In Chapter 7, we adapt the Nyström approximation for use as a computationally-efficient
shrinkage estimator of covariance matrices. After deriving results for its error properties
(to appear in [30]), we illustrate its capabilities in the context of two practical applications:
adaptive beamforming and image denoising.

Chapter 2

Review of Selected Topics
In this chapter, we provide a brief review of specific topics in linear algebra and statistics
that will be pertinent to later discussion. Most results will be provided without proof,
except in cases when a result is not especially well known, or when the content of a proof
is illustrative of other relevant concepts.
Readers with expertise in these areas may choose to skip this chapter and refer back to
particular results as needed. Additional results and further discussion regarding these topics
may be found in [31–33].

2.1

Preliminaries

We denote vectors and matrices in boldface text using lowercase and uppercase letters,
respectively. All vectors are assumed to be column vectors. We write R and C to denote
the sets of real and complex numbers, and Rn and Cn to denote the sets of all n-length
real-valued and complex-valued vectors. Given a n-length vector a, we write ai or [a]i to
denote its i-th element, for i = 1, . . . , n. (We will use whichever form is more notationally
convenient, depending on the context.)
For matrices, given a real or complex m × n matrix A, we write aij or [A]ij to denote
its (i, j)-th element, for i = 1, . . . , m and j = 1, . . . , n. We denote its transpose by AT
and its conjugate transpose (Hermitian transpose) by AH. If we view multiplication by
A as a linear transformation mapping Rn to Rm , then R(A) denotes the range space
(column space)
of this transformation. Likewise, the dimension of R(A), which we denote

dim R(A) , is equivalent to the rank of A, which we denote rank(A). If a1 , . . . , an are the
columns of A, then R(A) is equivalent to the linear span of these vectors, which we denote
span{a1 , . . . , an }. Finally, we denote the n × n identity matrix as In .
12
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Submatrix Indexing

Many of our results involve submatrices of a given matrix, which can be denoted through
the use of index sets, as follows. For an m × n matrix A, define the sets I ⊆ {1, . . . , m}
and J ⊆ {1, . . . , n}, where I ≡ {i1 , . . . , ik } and J ≡ {j1 , . . . , jl }. These sets may be assumed
ordered, although most of our results will be invariant to any particular ordering. Given I
and J, we write AIJ to denote the k × l submatrix of A whose elements are given by


AIJ ab = [A]ia jb ,
for a = 1, . . . , k and b = 1, . . . , l. For convenience, we use AI to denote the k × k principal
submatrix AII , and we also use a colon to denote any index set that corresponds to all rows
or columns. For example, A:J denotes the submatrix formed by taking the columns of A
indexed by {j1 , . . . , jl }.
We often will need to define the complement of an index set I ⊆ {1, . . . , n}, which we denote
by the set difference J = {1, . . . , n}\I. (We typically will not need to specify an ordering
for J.) Letting Ω ≡ {1, . . . , n}, we define the set of all k-subsets of Ω as

Ω(k) ≡ I ⊆ {1, . . . , n} : |I| = k .
Note that by this definition, inclusion in Ω(k) is invariant to ordering, i.e. any I, I 0 ∈ Ω(k) are
considered distinct elements if and only if they differ by at least one index. Consequently,
the number of unique elements in Ω(k) is |Ω(k) | = nk .

2.1.2

Majorization

We also will find it convenient to define a partial order on the set of n-length real-valued
vectors, which we refer to as majorization. This concept will be especially useful in
describing relationships between the eigenvalues and/or singular values of certain matrices.
Definition 2.1 (Majorization)
Let x, y ∈ Rn , and let (i1 , . . . , in ) and (j1 , . . . , jn ) be sets of indices that respectively
arrange x and y in nonincreasing order, i.e. xi1 ≥ · · · ≥ xin and yj1 ≥ · · · ≥ yjn . We
say that x majorizes y, denoted x  y, if
k
X
t=1

x it ≥

k
X

yjt

t=1

for all k ∈ {1, . . . , n}, and this condition holds with equality for k = n.

(2.1)
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If (2.1) is satisfied for all k ∈ {1, . . . , n} but equality does not hold for k = n, then we say
that x weakly majorizes y, denoted x w y.
Although this definition is quite common [32,34], note that majorization can be alternately
defined by assuming the vectors are arranged in nondecreasing order, resulting in the reverse
relationship between x and y. This second definition is used, for example, in [31].

2.2

Eigenvalues and Singular Values

Among the many ways that we can characterize matrices, eigenvalues and singular values
are among the most valuable and essential. When a set of data is represented as a matrix,
its eigenvalues, singular values, and their associated vectors provide deep insight into its
analytical and geometric properties. Accordingly, relationships between approximations of
matrices and their spectral characteristics will feature prominently in many of our results.
If S is an n × n symmetric matrix, then its eigenvalues λ1 , . . . λn are real-valued, and there
exists an orthonormal set of corresponding eigenvectors u1 , . . . , un . We assume that the
eigenvalues of S are ordered such that λ1 ≥ · · · ≥ λn , and that its eigenvectors are ordered
accordingly. When convenient, we also may denote the eigenvalues and corresponding
orthonormal eigenvectors of S as λ1 (S), . . . , λn (S) and u1 (S), . . . , un (S), respectively.

2.2.1

Spectral Decomposition

If we define the n × n diagonal matrix
Λ = diag {λ1 (S), . . . , λn (S)}
and the n × n orthogonal matrix

U = u1 (S) · · ·


un (S) ,

then S can be decomposed as
S = UΛUT .
We refer to this form as the spectral decomposition of S. When S is of rank r ≤ n,
then its n − r smallest eigenvalues are identically zero. In this case, we may find it
convenient to define the thin spectral decomposition of S, which is identical to the
standard decomposition, except Λ is an r × r diagonal matrix containing only the nonzero
eigenvalues of S, and U is an n × r matrix containing the corresponding eigenvectors. Note
that for the thin spectral decomposition, U is no longer an orthogonal matrix, although it
does satisfy UT U = Ir .
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Singular Value Decomposition

We define the singular values of an m × n matrix A as
q

σi (A) ≡ λi AT A ,
for i = 1, . . . , min(m, n). Note that by the corresponding convention for eigenvalues, the
singular values of A are arranged in nonincreasing order as well. Also note that when A is
symmetric, we have σi (A) = |λi (A)| for i = 1, . . . , n.
For any m×n matrix A, there exist an m×m orthogonal matrix U and an n×n orthogonal
matrix V such that
A = UΣVT ,
where Σ is an m × n diagonal matrix containing the singular values of A. We refer to this
form as the singular value decomposition of A.
As in the case of eigenvalues, when A is of rank r ≤ min(m, n), only r of its singular values
are nonzero. In this case, we may define the thin spectral decomposition of S, which is
identical to the standard decomposition, except Σ is an r × r diagonal matrix containing
only the nonzero singular values of S, and U and V are m × r and n × r matrices containing
the corresponding left and right singular vectors.

2.2.3

Variational Properties of Eigenvalues

While eigenvalues can tell us a great deal about the properties of a matrix, they are an
intricate function of its elements. Thus, the eigenvalues of matrices often do not take a
simple form under certain basic operations. For example, in most cases the eigenvalues of
a sum of two matrices are not easily computed in terms the eigenvalues of its summands.
However, there are a number of inequalities that constrain the behavior of eigenvalues of
matrices under perturbation. For our purposes, the most useful of these results will be
Weyl’s inequalities [32], which describe the eigenvalues of sums of Hermitian matrices.
Theorem 2.2 (Weyl’s inequalities)
Let A and B be n × n Hermitian matrices. Then for i, j ∈ {1, . . . , n},
λj (A + B) ≤ λi (A) + λj−i+1 (B) ,

if i ≤ j,

(2.2)

λj (A + B) ≥ λi (A) + λj−i+n (B) ,

if i ≥ j.

(2.3)
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If we let i = j − r in (2.2) and i = j in (2.3), then
λj (A + B) ≤ λj−r (A) + λr+1 (B) ,
and
λj (A + B) ≥ λj (A) + λn (B) .
Consequently, when λj (B) = 0 for i = r + 1, . . . , n (which implies that B is a positive
semidefinite matrix of rank r), we can combine the above inequalities to yield
λj+r (A + B) ≤ λj (A) ≤ λj (A + B) ,

(2.4)

for j = 1, . . . , n − r. In later discussions, we will find this last series of inequalities—which
can be interpreted as a form of the famous eigenvalue interlacing results of Cauchy [32]—to
be extremely valuable for characterizing the eigenvalues of low-rank approximations.

2.3

Special Classes of Matrices

Many of our results will involve classes of matrices with special properties. It this section,
we review a number of results for these matrices that will be important for later analysis.

2.3.1

Positive Semidefinite Matrices

In Chapter 1, we stated that our common focus throughout later chapters would be low-rank
approximation of a particular class of matrices, namely those that are positive semidefinite.
We continue by reviewing the formal definition of a positive semidefinite matrices, after
which we highlight a number of their important properties.

Definition 2.3 (Positive semidefinite matrix)
Let S be an n × n symmetric matrix. We refer to S as positive semidefinite, denoted
S  0, if aT Sa ≥ 0 for all a ∈ Rn . We refer to as S as positive definite, denoted
S  0, if it is positive semidefinite with aT Sa = 0 if and only if a = 0.

By taking the spectral decomposition of any n × n symmetric matrix S, one can easily
show that Definition 2.3 implies S will be positive semidefinite if and only if all of its
eigenvalues are nonnegative, and positive definite if and only if all of its eigenvalues are
strictly positive. Using eigenvalue interlacing results such as those in the previous section,
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it also can be shown that all principal submatrices of a positive semidefinite (or definite)
matrix are positive semidefinite (or definite).
While all of the eigenvalues results for general symmetric matrices (Section 2.2.3) continue to
hold in the positive semidefinite case, the special structure of positive semidefinite matrices
allows us to make additional statements about their spectral properties. One of the most
powerful is the Schur-Horn convexity theorem [32], stated as follows.
Theorem 2.4 (Schur-Horn convexity theorem)
Let S be a positive semidefinite matrix. If s and λ denote the vectors of diagonal
elements and eigenvalues of S (respectively), then s lies within the convex hull of the
set of all permutations of λ.

Through a geometrical interpretation of the majorization order, Schur-Horn convexity can
be stated equivalently as
s ≺ λ,
for s and λ defined as above. Another well-known result is the following determinant
inequality of Fischer [31].
Theorem 2.5 (Fischer’s inequality)
Let S be a positive semidefinite matrix. Then for any partition {I, J} of {1, . . . , n},
det (S) ≤ det (SI ) det (SJ ) .

By applying Fischer’s inequality to increasingly smaller principal submatrices of S, we
recover the famous inequality of Hadamard,
det (S) ≤

n
Y

[S]ii .

i=1

Both inequalities find use within a number of proofs in later chapters.

2.3.2

Gram Matrices

There are a variety of interpretations of positive semidefinite matrices that allow us deeper
insight into their properties. For our purposes, one of the most useful characterizations of

Chapter 2: Review of Selected Topics

18

a positive semidefinite matrix will be as a collection of all pairwise inner products of a set
of vectors, a form referred to as a Gram matrix.
Definition 2.6 (Gram matrix)
Let X be a p × n matrix whose columns are x1 , . . . , xn . We define the Gram matrix
corresponding to X as the n × n matrix S whose elements are the set of all pairwise
inner products of columns of X, i.e. for i, j = 1, . . . , n,
[S]ij ≡ xTi xj ,
or in matrix form, S ≡ XT X.

By replacing X with its transpose, S may be viewed instead as the unnormalized covariance
matrix
S = XXT .
Consequently, many results for Gram matrices can be trivially extended to covariance
matrices.
Several basic properties of Gram matrices follow readily from Definition 2.6. For instance,
S is symmetric by construction, and if X = UΣVT is the singular value decomposition
of X, then S = VΣT ΣVT is the spectral decomposition of S = XT X. Consequently, all
Gram matrices are positive semidefinite, with rank (S) = rank (X).
It can also be shown that given an n × n positive semidefinite matrix S of rank r, there
exists a set of n vectors of dimension p ≥ r for which S is the corresponding Gram matrix.
Thus, when proving properties of positive semidefinite matrices, we may choose to work
with Gram matrices instead. As an example, consider the following lemma that will be
used in Chapter 3.
Lemma 2.7
If S is an n × n positive semidefinite matrix, then
R (SIJ ) ⊆ R (SI ) ,
for any complementary index sets I ⊆ {1, . . . , n} and J = {1, . . . , n}\I.
Proof. Without loss of generality, let I = {1, . . . , k}, and J = {k + 1, . . . , n} for k ≤ n. For
p ≥ rank (S), let X be any p × n matrix for which S is the corresponding Gram matrix. If
we partition X as


X= Y Z
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where Y is p × k and Z is p × (n − k), then


SI
S=X X=
SJI
T

  T

SIJ
Y Y YT Z
=
.
SJ
ZT Y ZT Z

Thus,


R (SIJ ) = R YT Z ⊆ R YT = R (SI ) .

2.3.3



Projection Matrices

The last class of matrices we will discuss are those that correspond to idempotent
linear transformations, also known as linear projections. While we will not necessarily
be interested in approximating projection matrices, we will show that many low-rank
approximations can be represented in terms of projections.
Definition 2.8 (Projection matrix)
We refer to an n × n matrix P as a projection matrix if Px = x for all x ∈ R (P).

For convenience, we often will refer to P simply as a “projection”, although the term
technically refers to the linear transformation as opposed to matrix itself. A consequence
of Definition 2.8 is that a matrix P is a projection if and only if it is idempotent, i.e.
P2 = P. We also see that any vector x ∈ R (P) is an (unnormalized) eigenvector of P, with
a corresponding eigenvalue of one. In fact, we have λi (P) ∈ {0, 1} for all i = 1, . . . , n, and
tr (P) =

n
X


λi (P) = rank (P) = dim R (P) .

i=1

In later chapters, our primary interest will be in a particular subset of projection matrices,
namely those that correspond to orthogonal projections. Accordingly, we refer to such
matrices as orthogonal projection matrices, and define them as follows.
Definition 2.9 (Orthogonal projection matrix)
We refer to an n×n matrix P as an orthogonal projection matrix if it is a projection
matrix and if
(x − Px)T y = 0
for all x ∈ Rn and y ∈ R (P).
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It can be shown that an n × n idempotent matrix P is an orthogonal projection if and only
if it is symmetric. Orthogonal projection matrices can be represented in a number of ways.
For example, if X is a p × n matrix such that XT X is nonsingular, then an orthogonal
projection onto subspace of Rp spanned by the columns of X is given by
P = X XT X

−1

XT .

(2.5)

If the columns of X are orthonormal, then XT X = In and (2.5) reduces to
P = XXT .

(2.6)

It is also possible to represent an orthonormal projections in terms of the Moore-Penrose
pseudoinverse, which we discuss later in Section 2.4.1.
One of the most convenient uses of orthogonal projections is to compute an orthogonal
decomposition of a vector, as formalized in the following theorem.
Theorem 2.10 (Orthogonal decomposition theorem)
Let S be a subspace of Rn , and let P represent an orthogonal projection onto R(P) ⊆ S.
Then any x ∈ S may be uniquely decomposed into the orthogonal components
x = x̂ + e,
for x̂ = Px and e = P⊥ x, where P⊥ represents an orthogonal projection onto the
orthogonal complement of R (P) in S,
 
R P⊥ ≡ y ∈ S : xT y = 0 for all x ∈ R (P) .

It can be shown that a projection onto the orthogonal complement of R (P) in S is given
by
P⊥ = PS − P,
where PS represents an orthogonal projection onto S. Also note that


dim R (P) + dim R P⊥ = dim (S) .
The orthogonal decomposition theorem tells us that when we choose to approximate a vector
x by its image x̂ under an orthogonal projection onto a given subspace, we can characterize
the approximation error e = x̂ − x by another projection onto the orthogonal complement
of that subspace. This concept will play a central role in the error analysis of many of our
low-rank approximation methods.
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Special Functions of Matrices

In addition to various standard functions of matrices, many of our results will be expressed in
terms of matrix functions that are somewhat less common. We briefly review the definitions
of these functions and some of their important properties.

2.4.1

Moore-Penrose Pseudoinverse

A pseudoinverse is a generalization of the traditional matrix inverse for matrices that are
singular or non-square. This generalization will be necessary in the context of low-rank
approximation, where the matrices we wish to approximate may not be full-rank. The most
commonly used pseudoinverse is the Moore-Penrose pseudoinverse, defined as follows.

Definition 2.11 (Moore-Penrose pseudoinverse)
Let A be an m × n matrix. We define the Moore-Penrose pseudoinverse of A,
denoted A+ , as the n × m matrix satisfying the following criteria:
(1) AA+ A = A.
(2) A+ AA+ = A+ .
H
(3) AA+ = AA+ .
H
(4) A+ A = A+ A.

We often will refer to A+ as simply the pseudoinverse of A. It can be shown that A+
always exists for any matrix A, and is unique. Furthermore, when A is nonsingular, A+
recovers the standard matrix inverse. Using the basic properties of the pseudoinverse, one
can derive more complicated results such as the following identity used in Chapter 3:
A+ = AHA

+

AH.

Another convenient property of the pseudoinverse is that it allows us yet another way to
express orthogonal projections. Let A = UΣ−1 VT be the thin spectral decomposition of
an m × n real matrix A. It is easy to verify that
A+ = UΣ−1 VT
satisfies the criteria of Definition 2.11. Combining this expression with (2.6), an orthogonal
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projection onto the subspace spanned by the columns of A can be expressed as
P = AA+ .
This formula provides a useful alternative to (2.5) in the case when AT A is not invertible.

2.4.2

Schur Complement

In Chapter 3, we will show that the error in a low-rank approximation computed using the
Nyström method can be expressed in terms of a Schur complement. Consequently, Schur
complements of positive semidefinite submatrices will feature prominently in many of our
results.
Let A be an n × n matrix, which we partition as


A11 A12
A=
,
A21 A22
where A11 is k × k, A22 is k × (n − k), A21 is (n − k) × k, and A22 is (n − k) × (n − k). If
A−1
11 is invertible, then the Schur complement of A11 in A, denoted A11 , is given by
A11 = A22 − A21 A−1
11 A12 .

(2.7)

Using submatrix indexing notation and the pseudoinverse, we can define a generalization
of (2.7) that applies when A11 is an arbitrary principal submatrix and is not necessarily
invertible.

Definition 2.12 (Schur complement)
Let A be an n × n matrix. Given a subset I ⊆ {1, . . . , n} we define the Schur
complement of AI in A, denoted AI , as
AI = AJ − AJI A+
I AIJ ,
where J = {1, . . . , n}\I.

It can be shown that any Schur complement in a positive semidefinite (or definite) matrix
is positive semidefinite (or definite). In this case we also can apply the following form of the
Crabtree-Haynsworth lemma [35], which provides an element-wise formula for any Schur
complement in a positive semidefinite matrix in terms of its minors.
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Lemma 2.13 (Crabtree-Haynsworth [35])
Let I be a k-element subset of {1, . . . , n}, and define J = {j1 , . . . , jn−k } ≡ {1, . . . , n}\I.
For any n × n positive definite matrix S, the Schur complement of SI in S is given
element-wise by

 
det S(I∪ja )×(I∪jb )

,
SI ab =
det SI
for a, b = 1, . . . , n − k.

2.4.3

Compound of a Matrix

When dealing with determinants of submatrices, it may be convenient to construct a matrix
containing a set of minors of another given matrix. We refer to this object as a compound
of the given matrix, and define it formally as follows.
Definition 2.14 (Compound of a matrix)
Let A be an m × n matrix.
 Fornk ≤ min(m, n), we define the k-th compound of A,
m
denoted Ck (A), as the k × k matrix whose (i, j)-th element is given by

[Ck (A)]ij = det AIi Jj ,
n
o
n
o
where I1 , . . . , I(m) and J1 , . . . , J(n) are the sets of all k-subsets of {1, . . . , m} and
k
k
{1, . . . , n}, respectively.

By convention we typically assume the elements of Ck (A) are arranged according to
a lexicographic ordering of the subsets, although for our purposes the ordering can be
arbitrary.
Several properties of compound matrices follow directly from Definition 2.14. For example,
we have

Ck AT = (Ck (A))T ,
and
Ck (In ) = I(n) .
k

In addition, the k-th compound of a diagonal matrix is also diagonal, and its elements are
given by the set of all k-fold products of the diagonal elements of its argument.
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Perhaps the most important property of the relates to the compound of a product of
matrices, and can be viewed as a generalization of the classical Cauchy-Binet theorem.
Theorem 2.15 (Compounds of products of matrices)
Let A and B be m × p and p × n matrices, respectively. Then
Ck (AB) = Ck (A) Ck (B) .

If we let A be an orthogonal matrix and let B be its transpose, then it follows from
Theorem 2.15 that the compound of an orthogonal matrix must be orthogonal. Combining
this result with the other properties of compound matrices, we obtain the following corollary.
Corollary 2.16 (Singular value decomposition of compound matrices)
Let A be an m × n matrix, and let UΣVT be its singular value decomposition. Then
for k ≤ min(m, n), the singular value decomposition of Ck (A) is given by
Ck (A) = Ck (U) Ck (Σ) (Ck (V))T ,


n
where Ck (Σ) is an m
k × k diagonal matrix whose elements are the set of all k-fold
products of the singular values of A.

Given this corollary, it is straightforward to show that the inverse of a compound matrix is
the compound of the inverse of its argument. It also follows that the compound of a positive
definite (or positive semidefinite) matrix must be positive definite (or positive semidefinite).
One use of compound matrices is as an analytical technique for proving properties of singular
values, such as the one given in the following result from [32, Theorem IV.2.5]. We will
need to use this result later in Chapter 3.
Lemma 2.17
If A and B are n × n matrices, then for k = 1, . . . , n,
k
X
i=1

σi (AB) ≤

k
X
i=1

σi (A) σi (B)
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Proof. Let A and B be n × n matrices. By Corollary 2.16, the singular values of Ck (AB)
are the set of all k-fold products of singular values of AB. Thus,
Ck (AB)

2

k
 Y
= σ1 Ck (AB) =
σi (AB)
i=1

for k = 1, . . . , n. By Theorem 2.15 and the submultiplicativity of the spectral norm,
k
Y

σi (AB) = Ck (AB)

2

i=1

= Ck (A)Ck (B)
≤ Ck (A)
=

k
Y

2

Ck (B)

2

2

σi (A) σi (B)

i=1

for k = 1, . . . , n. Noting that the singular values of A and B are nonnegative, this set of
inequalities is sufficient to imply the desired result.


2.5

Unitarily Invariant Norms

Many of the results we will discuss in later chapters will be expressed in terms of a special
class of matrix norms called unitarily invariant norms. We refer to a norm k·k as
unitarily invariant if for any n × n matrix A,
kAk = kUAVk ,
for all n × n unitary matrices U and V. Since the value of a unitarily invariant norm
depends only on the singular values of its argument, it allows us to characterize data in a
manner irrespective of the coordinate system in which it is originally expressed. The class
of unitarily invariant norms includes several of the most commonly-used matrix norms,
including the spectral and Frobenius norms, as well as the trace norm,
kAktr = tr

n
p
 X
AT A =
σi (A) .
i=1

Many of the analytical properties of unitarily invariant norms can be derived from their
connection to a class of multivariate functions known as symmetric gauge functions.
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We refer to a function g : Cn → R as a symmetric gauge function if it satisfies the
properties of a vector norm (positive definiteness, positive scalability, and subadditivity), it
is symmetric (i.e. it is invariant to the ordering of its arguments), and it is gauge-invariant
(i.e. it depends only on the absolute values of its arguments).
The importance of symmetric gauge functions in the study of unitarily invariant norms arises
from two key results. The first is the fact that a norm is unitarily invariant if and only if
it can be expressed as a symmetric gauge function of the singular values of its argument.
The second result is that for any vectors x, y ∈ Cn , x ≺w y implies that g(x) ≤ g(y) for all
symmetric gauge functions [6, 32].
By combining these two results, we see that a majorization ordering between the singular
values of two matrices is sufficient to prove their relationship with respect to all unitarily
invariant norms. This statement is formalized in the Ky Fan Dominance Theorem [32],
stated as follows.

Theorem 2.18 (Ky Fan Dominance Theorem)
Let A and B be two n × n matrices, and define the Ky Fan k norms
kAk(k) ≡

k
X

σi (A) ,

i=1

for k = 1, . . . , n. Then if
kAk(k) ≤ kBk(k) ,
for all k = 1, . . . , n, we have
kAk ≤ kBk
for all unitarily invariant norms k·k.

Note that kAk(1) is equivalent to the spectral norm and kAk(n) is equivalent to the trace
norm. Thus, a consequence of the Ky Fan Dominance theorem is the following corollary.

Corollary 2.19
For all unitarily invariant norms,
kAk2 ≤ kAk ≤ kAktr .
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Finally, the properties of symmetric gauge functions can be used to prove an important
result mentioned in Chapter 1, namely that an optimal low-rank approximation of a positive
semidefinite matrix can be obtained from its spectral decomposition. For a proof of this
result, we refer the reader to [6], or to [31, Example 7.4.52].
Theorem 2.20 (Optimal low-rank approximation)
Let S be an n × n positive semidefinite matrix. Then an optimal k-th order
approximation with respect to any unitarily invariant norm k·k is given by
S∗k ≡ arg min

b = Uk Λk UT ,
S−S
k

b : rank(S≤k)
b
S

where Λk is a k × k diagonal matrix containing the k largest eigenvalues of S, and Uk
is an n × k matrix whose columns are the corresponding eigenvectors.

2.6

Matrix-Variate Distributions

In later chapters (particularly Chapters 5 and 7), we will assume at times that matrices of
interest are drawn at random from specified probability distributions. Thus, we conclude
our review with definitions and properties of several well-known matrix variate distributions.
We assume the reader has a basic background in multivariate probability and statistics; if
needed, discussion of prerequisite topics can be found in [36, 37].

2.6.1

Normal Random Matrices

One important area of investigation will be the low-rank approximation of matrices defined
in terms of normal random variables. Consequently, we will find it necessary to define a
matrix-variate generalization of the multivariate normal distribution for vectors.
Definition 2.21 (Matrix-variate normal distribution)
Let M be a p × n matrix, and let Σ and Ψ be p × p and n × n positive definite matrices,
respectively. We say that a p × n random matrix X has a matrix-variate normal
distribution with mean parameter M and covariance parameters Σ and Ψ, denoted
X ∼ Np×n (M, Σ, Ψ), if
vec(XT ) ∼ Npn (vec(MT ), Σ ⊗ Ψ).
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Here, vec(XT ) denotes the “vectorization” of XT , i.e. the vector of length pn formed by
concatenating the columns of XT in order. Also, Σ ⊗ Ψ denotes the Kronecker product of
Σ and Ψ, which is the pn × pn block matrix given by


σ11 Ψ · · · σ1p Ψ

.. 
..
Σ ⊗ Ψ =  ...
.
. 
σp1 Ψ · · ·

σpp Ψ

When the columns of M are equal to µ and Ψ = In , the columns of X are independent
and identically distributed (i.i.d.) normal random vectors from Np (µ, Σ). As with normal
random scalars and vectors, one of the most useful properties of normal random matrices
is their behavior under linear transformation, stated in the following theorem [33].
Theorem 2.22 (Linear transformations of normal random matrices)
Let X ∼ Np×n (M, Σ, Ψ), and let A and B be r × p and n × m matrices of ranks r ≤ p
and m ≤ n. Then AXB has the matrix-variate normal distribution

AXB ∼ Nr×m AMB, AΣAT , BT ΨB .

2.6.2

Wishart Random Matrices

To study the low-rank approximation of random matrices, we will need to specify
probability distributions over the set of positive definite matrices. We begin with the wellknown Wishart distribution, which can be defined in terms of the matrix-variate normal
distribution as follows.
Definition 2.23 (Wishart distribution)
Let X ∼ Np×n (0, Σ, In ), where Σ  0. Then the p × p random matrix S = XXT
follows a Wishart distribution with n degrees of freedom and parameter Σ, denoted
S ∼ Wp (n, Σ).

Since the columns x1 , . . . , xn of X are i.i.d. random vectors with zero mean and covariance
Σ, we can interpret S as the unnormalized sample covariance
T

S = XX =

n
X
i=1

xi xTi
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It is straightforward to show that E(S) = nΣ, and that for any two Wishart matrices
S1 ∼ Wp (n1 , Σ) and S2 ∼ Wp (n2 , Σ),
S1 + S2 ∼ Wp (n1 + n2 , Σ) .
The probability density function of S is given by
Wp (S | n, Σ) =

2

np
2

Γp

1

n
2

 n det (S)
det (Σ) 2

 n−p−1
2




1
exp − tr Σ−1 S
2



for all S  0. Here Γp denotes the multivariate gamma function, defined as
Γp (a) ≡ π

p(p−1)
4



p
Y
i−1
Γ a−
2
i=1

for a ≥ (p − 1)/2. Note that the density actually exists for all real n > p − 1, although for
our purposes we will consider only the case of integer n ≥ p.
The Wishart distribution possesses many convenient analytical properties, most of them
consequences of its fundamental connection to the multivariate normal distribution. We
continue by reviewing selected properties that will be required for studying the Nyström
approximation.
Theorem 2.24 (Properties of Wishart matrices)
For n ≥ p, let X be a p×n matrix whose columns are i.i.d. multivariate normal random
vectors with zero mean and covariance Σ  0, and let S = XXT ∼ Wp (n, Σ). Then
the following statements hold:
(1) If A is a q × p matrix of rank q ≤ p, then

ASAT ∼ Wq n, AΣAT .
(2) For any k-subset I ⊆ 1, . . . , p,
SI ∼ Wk (n, ΣI ) .
(3) The marginal distributions of the diagonal elements s11 , . . . , snn of S are scaled
chi-square with n degrees of freedom, i.e.
D

sii = σii χ2n ,
where σ11 , . . . , σnn are the diagonal elements of Σ.
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These basic properties can be used to prove a number of interesting theorems regarding
Wishart matrices, such as the following corollary [33].
Corollary 2.25 (Unitary invariance of identity Wishart distribution)
Let S ∼ Wp (n, Ip ) for n ≥ p. Then for any p × p orthogonal matrix U that is either
constant or random and independent of S,
USUT ∼ Wp (n, Ip )
and USUT is independent of U.

We state two additional results that will have important implications for later analysis. The
first concerns the distribution of projections of multivariate normal random vectors, while
the second describes the Schur complement of Wishart matrices.
Theorem 2.26 (Wishart matrices and orthogonal projections [38])
For n ≥ p, let X be a p × n matrix whose columns are i.i.d. multivariate normal
random vectors with zero mean and covariance Σ  0, and let P be an n × n symmetric
idempotent matrix of rank k, which is either deterministic or random and independent
of X. Then if k ≥ p,
XPXT ∼ Wp (k, Σ) .

Theorem 2.27 (Schur complement of Wishart matrices)
Let S ∼ Wp (n, Σ) for integer n ≥ p and p × p matrix Σ  0. Then,

SI ∼ Wp−k n − k, ΣI ,
where SI is the Schur complement of SI in S and ΣI is the Schur complement of ΣI
in Σ.

Through transformations of the Wishart probability density function, it can be shown that
Theorem 2.27 also holds with respect to Wishart distributions with non-integral degrees of
freedom. For a detailed proof in this case, see [33, Theorem 3.3.9]. As we have already
alluded to the fact that there exists a connection between Schur complements and the
Nyström method, one should expect that Theorem 2.27 will have important implications
for the Nyström approximation of Wishart matrices.
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Beta Random Matrices

Another distribution over the positive definite matrices is the matrix-variate beta, a
generalization of the scalar beta distribution. We define the matrix-variate beta distribution
(also referred to in the literature as the multivariate beta distribution and as the beta type I
distribution) in terms of Wishart matrices as follows.
Definition 2.28 (Matrix-variate beta distribution)
Let S1 ∼ Wp (2a, Ip ) and S2 ∼ Wp (2b, Ip ) for integers a, b ≥ p/2. Then, the p × p
matrix
1
1
S ≡ (S1 + S2 )− 2 S1 (S1 + S2 )− 2
follows a matrix-variate beta distribution with parameters a and b, denoted
S ∼ Bp (a, b).

Using the properties of Wishart matrices, it can be shown that this definition holds more
generally when S1 ∼ Wp (2a, Σ) and S2 ∼ Wp (2b, Σ) for any Σ  0. It can be further
generalized by taking S1 and S2 to have non-integer degrees of freedom, resulting in a
distribution defined for all real a, b > 12 (p − 1). Note that it is also possible to define
S ∼ Bp (a, b) as an outer product S = XXT , where X is a p × 2a matrix drawn from the
inverted matrix-variate t distribution [33].
The probability density function of S ∼ Bp (a, b) is given by
Bp (S | a, b) =

a− 1 (p+1)
b− 1 (p+1)
Γp (a + b)
2
2
det (S)
det (Ip − S)
,
Γp (a)Γp (b)

for all S such that S  0 and Ip − S  0, where Γp is the multivariate gamma function.
In Chapter 5, we will require expressions for certain marginal moments of this distribution,
including
a
δij
(2.8)
E (sij ) =
a+b
and



 a 2a2 + 2ab + a − 1 δij δi0j 0 + b δii0 δjj 0 + δij 0 δji0
E sij si0j 0 =
,
(2.9)
(a + b)(a + b + 1)(2a + 2b − 1)
where δij ≡ I (i = j). A derivation of these expressions can be found in [39].
Like the Wishart, the matrix-variate beta distribution possesses a number of convenient
properties that facilitate theoretical analysis of the Nyström approximation. In the following
theorem, we state selected properties of beta random matrices that will be needed for later
results.
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Theorem 2.29 (Properties of beta random matrices)
Let S ∼ Bp (a, b) for integer a, b ≥ p/2. Then the following statements hold:
(1) If U is a p × p orthogonal matrix that is either constant or random and
independent of S, then
USUT ∼ Bp (a, b),
and USUT is independent of S.
(2) For any k-subset I ⊆ {1, . . . , p},
SI ∼ Bk (a, b) .
(3) For any k-subset I ⊆ {1, . . . , p}, the Schur complement of SI in S is distributed
as


1
SI ∼ Bp−k a − k, b .
2

2.7

Summary

In this chapter, we reviewed a selection of topics in linear algebra and matrix-variate
probability and statistics. These topics will provide an important foundation as we begin
our examination of the Nyström method and its use for low-rank approximation of positive
semidefinite matrices.

Chapter 3

The Nyström Method
Let X be a p × n matrix, and consider the problem of computing a k-th order low-rank
approximation of the n × n Gram matrix S = XT X. Most approaches for solving this
problem follow one of two methodologies. The first involves either exactly or approximately
decomposing S into orthogonal components, as in the spectral decomposition
S=

n
X

λi ui uTi = UΛUT ,

i=1

where Λ is a diagonal matrix containing the eigenvalues {λ1 , . . . , λn } of S, and U is an
orthogonal matrix containing the corresponding eigenvectors {u1 , . . . , un }. In this case, we
can determine a k-th order approximation by simply by summing any k of these orthogonal
b = PX
components. The second approach is to compute an approximate data matrix X
T b
b
b
using a low-rank projection matrix P, and then define the approximation S = X X.
Recall from Chapter 1 that either strategy is capable of recovering an optimal low-rank
b with respect
approximation, defined as an approximation that minimizes the error kS − Sk
to any unitarily invariant matrix norm. Unfortunately, determining this approximation
requires computing the full set of eigenvalues and eigenvectors of S, an operation that is
prohibitively expensive in the case of large, high-dimensional data sets. For such data, our
only available options are computationally efficient sub-optimal methods.
In addressing this problem, we will focus on the Nyström method, an approach to lowrank approximation that can be understood within the context of both methodologies.
We will explore how as both a technique for approximate spectral analysis and as the
function of a low-rank projection, the Nyström approximation can be used for fast matrix
approximation while providing for analytical tractability, geometric intuition, and efficient
computation.

33

Chapter 3: The Nyström Method

3.1

34

Historical Background

The Nyström method was originally developed as a technique for obtaining approximate
numerical solutions to eigenfunction problems [16, 17]. To understand it in this context, we
first define the concept of a positive definite function.
Definition 3.1 (Positive definite function)
A function S : R × R → R is positive definite (or positive semidefinite) over a
compact interval [a, b] ⊂ R if for any set of n points {x1 , . . . , xn } ⊂ [a, b], the n × n
matrix whose (i, j)-th element is S(xi , xj ) is positive definite (or positive semidefinite).

We illustrate the use of the classical Nyström method using the following example. Let
S(x, y) be a positive definite function over [0, 1], and consider the equation
1

Z

S(x, y) u(y) dy = λ u(x),
0

where λ ∈ R and u : R → R. This equation represents an eigenfunction problem, and
any λ and u satisfying it are an eigenvalue and corresponding eigenfunction of S. In many
cases obtaining an analytical solution is impossible, but one may use the Nyström method
to obtain an approximate solution as follows.
First, define a set of evenly-spaced points {x1 , . . . , xn } ⊂ [0, 1] and construct the numerical
approximation of the integral given by
n

1X
S(x, xj ) û(xj ) = λ û(x),
n

(3.1)

j=1

where û(x) is an approximation of the true eigenfunction u(x). We can then solve for û(x)
on the discrete set of points via the system of equations
n

1X
S(xi , xj ) û(xj ) = λ û(xi ),
n
j=1

for i = 1, . . . , n. Letting S be an n × n matrix whose (i, j)-th element is S(xi , xj ) and u be
an n-length vector whose i-th element is û(xi ), we can represent this system as the matrix
eigenvalue problem
Su = nλu.

(3.2)

Finally, we use the solutions of this matrix equation to recover a set of approximate
eigenfunctions for our original problem. Let λ and u be any eigenvalue and eigenvector
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solution to (3.2). Substituting these back into (3.1) yields the Nyström extension of u
onto the rest of the interval, given by
n

1 X
S(x, xj ) û(xj ) = û(x).
nλ
j=1

To summarize, we have approximated an eigenfunction of a positive definite function S by
solving an eigenvalue problem on a finite set of points. We will find that this same approach
can be used to define an analogous version of the Nyström method for positive semidefinite
matrices.

3.2

Nyström Method for Matrix Approximation

We begin by stating a particular definition of the Nyström approximation, after which we
will show how it can be derived both through approximate spectral analysis and in terms of
an orthogonal projection. As was true for the classical definition of the Nyström method,
the approximation will be conditioned on a finite subset of the domain, which in the matrix
case corresponds to a subset of the indices {1, . . . , n}.
Definition 3.2 (Nyström approximation)
Let S be an n × n positive semidefinite matrix, and let the sets I and J be a partition
of {1, . . . , n}, with |I| = k and |J| = n − k. We define the Nyström approximation
b
of S given I, denoted S(I),
as the matrix whose corresponding submatrices satisfy


b
S(I)
= SI ,
I



T
b
b
S(I)
= S(I)
= SIJ ,
IJ

JI

and


b
S(I)


J

= STIJ S+
I SIJ ,

where S+
I denotes the Moore-Penrose pseudoinverse of SI .

Note that the elements of J are completely determined by I, and their ordering has no
effect on the resulting estimate. It is for this reason that we have chosen to suppress J in
b
the Nyström function notation S(I).
From its definition, several basic properties of the Nyström approximation are evident.
b
Notably, we see that S(I)
is symmetric and only differs from S over the elements in SJ .
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Also, given an index set I, the uniqueness of the Moore-Penrose pseudoinverse ensures that
any matrix S has a unique Nyström approximation, although the converse is not true.
Since the Nyström approximation preserves the submatrices SI and SIJ , the computational
expense of the approximation is entirely due to the evaluation of STIJ S+
I SIJ . The time
2
complexity of this calculation scales as O(n ) for fixed k.
Another direct consequence of Definition 3.2 involves the relationship between the index set
I and the Nyström approximation under the action of permutation matrices. This property
is formalized in the following theorem.
Theorem 3.3 (Permutations of Nyström approximations)
Let S be an n × n positive semidefinite matrix, and let the index sets I = {i1 , . . . , ik }
and J = {j1 , . . . , jn−k } be a partition of {1, . . . , n}. If Π is the permutation matrix
that maps (1, . . . , n) to (i1 , . . . , ik , j1 , . . . , jn−k ), then the Nyström approximation of S
given I satisfies

b
b0 I 0
Π S(I)
ΠT = S
b 0 (I 0 ) is the Nyström approximation of S0 = ΠSΠT given I 0 = {1, . . . , k}.
where S
Proof. The proof is straightforward, requiring only a careful accounting of the relevant
indices. If Π is the permutation that maps (1, . . . , n) to (i1 , . . . , ik , j1 , . . . , jn−k ), then we
have


SI SIJ
0
T
S = ΠSΠ = T
.
SIJ SJ
Consequently, the Nyström approximation of S0 based on its leading k × k principal
submatrix is given by



SI
SIJ
0 0
b
S I = T
,
SIJ STIJ S+
I SIJ
b
which by the definition of the Nyström approximation is equivalent to Π S(I)
ΠT .



In effect, this theorem allows us to rearrange the rows and columns of S before we
compute the Nyström approximation; we may then invert this permutation to recover
an approximation of the original matrix. Consequently, when dealing with functions of
Nyström approximations that are invariant to permutation (such as unitarily invariant
norms), we often will be able to assume I = {1, . . . , k} and J = {k + 1, . . . , n} without loss
of generality.
In the remainder of this section, we explore two derivations that lead to Definition 3.2, each
a parallel of one of the general methodologies for low-rank approximation described at the

Chapter 3: The Nyström Method

37

beginning of the chapter. The first derivation is related to the problem of approximate
spectral analysis, and is an analogue of the classical Nyström extension. The second
derivation recasts the Nyström approximation as a function of a data-dependent orthogonal
projection onto a low-dimensional subspace.

3.2.1

Derivation via the Nyström Extension

To derive the matrix Nyström method as an eigenvector approximation technique, we must
first define an analogue of the classical eigenfunction problem for which the Nyström
extension originally was developed. Let S be an n × n positive semidefinite matrix,
represented in block form as


A B
S=
,
BT C
where A is k × k, B is k × (n − k), and C is (n − k) × (n − k). Consider the matrix eigenvalue
equation
SU = UΛ,

(3.3)

where Λ is an n × n diagonal matrix of eigenvalues and U is an n × n orthogonal matrix
of eigenvectors. However, let us assume that S is large enough that direct calculation is
computationally infeasible, and thus we seek an approximate solution instead.
As with the classical Nyström method, we first solve the eigenvalue equation for a given
subset of points, which in the matrix case corresponds to a given principal submatrix of S.
Let r = rank(A), and let A have the thin spectral decomposition
A = QDQT ,
where D is an r × r diagonal matrix containing the nonzero eigenvalues of A and Q is
a k × r matrix containing the corresponding orthonormal eigenvectors. By treating these
eigenvalues and eigenvectors as an approximate solution the original eigenvalue problem,
we can extend Q to define an n × r matrix of “approximate eigenvectors” for S, which we
b Substituting D and Q into (3.3), we have the constraint that
denote U.
  

QD
Q
b
S
=
= UD.
0
BT Q
It is straightforward to verify that a solution to this equation is


Q
b
,
U=
BT QD−1
which we may interpret as a matrix analogue of the classical Nyström extension.
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b as approximate eigenvectors, note that they
Although we have referred to the columns of U
typically are not orthogonal; if this property is required, we must perform an additional
b as a
orthogonalization step as described in Section 3.3.2. However, we can still use U
non-orthogonal basis to reconstruct an approximation of S, given by


QDQT
QQT B
T
b
b
b
S = UDU =
.
(3.4)
BT QQT BT QD−1 QT B
To simplify this expression, first note that QQT represents an orthogonal projection onto
R(A), the r-dimensional subspace of Rk spanned by the columns of A. Since R(B) ⊆ R(A)
(Lemma 2.7), we have
QQT B = B.
Also, recall that the Moore-Penrose pseudoinverse can be computed as
A+ = QD−1 QT .
Substituting these expressions into (3.4) yields our original definition for the Nyström
approximation,


A
B
b
S=
.
BT BT A+ B
Thus, we have recovered Definition 3.2 by using the classical Nyström extension to
approximate the eigenvectors of S. Although the above analysis is specific to the principal
submatrix A, Theorem 3.3 allows us to generalize this derivation for an arbitrary principal
submatrix specified by any index set I ⊆ {1, . . . , n}.

3.2.2

Derivation as a Projection

If we represent S as the Gram matrix corresponding to a set of data vectors, we can also
characterize the Nyström approximation by a data-dependent orthogonal projection onto
a low-dimensional subspace. Let X be a p × n matrix whose columns are a set of n data
vectors in Rp . Consider the problem of computing a low-rank approximation of the Gram
matrix
S = XT X.
We have stated that one possible solution is to define an orthogonal projection P whose
b = PX.
range is a low-dimensional subspace, and then compute the projected data set X
We can then define the approximation
b=X
bTX
b = (PX)T (PX) = XT PX.
S
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Unfortunately, for very large data sets, considering the set of all projections of rank at
most k (which includes an optimal projection) is too computationally expensive. As an
alternative, we can restrict ourselves to only those projections spanned by a given k-subset
of the data vectors.
Without loss of generality, let us consider an approximation based on the first k columns
of X. Partitioning the data matrix as X = [Y Z] where Y is p × k and Z is p × (n − k), we
can write S as
 T

Y Y YT Z
S=
.
ZT Y Z T Z
Recall that a projection onto R(Y) is given by YY+ , and thus the low-rank approximation
takes the form
 T

YT Z
b = XT PX = XT YY+ X = Y Y
S
,
ZT Y ZT YY+ Z
where we have used the property of the pseudoinverse that YY+ Y = Y. Finally, to recover
our original definition of the Nyström approximation, we can use the identity
Y+ = YT Y

+

YT .

Substituting this expression into the approximation above yields
#
"
T
T
Y
Y
Y
Z
b=
+
S
,
ZT Y ZT Y YT Y YT Z
which is equivalent to the form of the Nyström approximation given in Definition 3.2.
As was true for the approximate eigenvector construction, we can use the permutation
property of the Nyström method to generalize this derivation for the case of an arbitrary
index set I ⊂ {1, . . . , k}. Moreover, positive semidefiniteness of S implies that even if we
b
are not given X explicitly, S(I)
can always be expressed in terms of an underlying data
matrix and corresponding orthogonal projection, as stated in the following theorem.
Theorem 3.4 (Existence of Nyström projection matrix)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. Then for p ≥ rank (S), there exist
a p × n matrix X with columns x1 , . . . , xn and a p × p orthogonal projection matrix P
b
(referred to as a Nyström projection matrix ) such that S = XT X, S(I)
= XT PX,
and

R(P) = span xi : i ∈ I .
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Proof. Let S be an n × n positive semidefinite matrix, and let the index sets I = {i1 , . . . , ik }
and J = {j1 , . . . , jn−k } be a partition of {1, . . . , n}. Recall from Theorem 3.3 that if Π is
the permutation matrix that maps (1, . . . , n) to (i1 , . . . , ik , j1 , . . . , jn−k ), then

b
b 0 I 0 Π,
S(I)
= ΠT S
b 0 (I 0 ) is the Nyström approximation of S0 = ΠSΠT given I 0 = {1, . . . , k}. By the
where S
properties of positive semidefinite definite matrices, for p ≥ rank (S) there exists a p × n
matrix X such that S = XT X. Thus,
e T X,
e
S0 = ΠXT XΠT = X
e = XΠT . Next, let x1 , . . . , xn denote the columns of X. Under the permutation
where X
e are xi , . . . , xi . From our results earlier in this section, we
ΠT , the first k columns of X
1
k
have that
b 0 (I 0 ) = X
e T PX,
e
S
where P corresponds to an orthogonal projection onto the subspace of Rp spanned by
xi1 , . . . , xik . Consequently,
b
e T PXΠ
e = XT PX.
S(I)
= ΠT X



To summarize, in the case where S is explicitly defined as the Gram matrix of a given data
b
matrix X, we can define the Nyström approximation S(I)
by an orthogonal projection onto
the subspace spanned by the columns of X specified by I. Furthermore, even when X is
not given, the Nyström method can still be characterized by an implicit data matrix and
orthogonal projection.
Since in general the decomposition S = XT X is not unique, neither is the corresponding
projection. Rather, the Nyström method admits a projection that is data-dependent, always
resulting in the form given in Definition 3.2 regardless of the X we choose. Nevertheless, we
will find that this projection-based description facilitates a strong geometric understanding
and tractable analysis of the Nyström method as a low-rank approximation technique.

3.3

Properties of the Nyström Approximation

Before we proceed with investigating the performance of the Nyström approximation and
various methods for its implementation, we first explore some of its basic properties. Some
of these properties are interesting and enlightening in their own right, while others will
prove valuable in the context of later analysis.
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General Properties

Many fundamental properties of the Nyström approximation can be interpreted as
consequences of its definition as a low-rank projection. We state three of the most significant
in the following theorem.
Theorem 3.5 (Properties of Nyström approximation)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. Then the following statements
hold:
b
(1) S(I)
is positive semidefinite.
b
(2) rank(S(I))
= rank(SI ).
b
b
(3) rank(S) = rank(S(I))
if and only if S = S(I).

Proof. Let S be an n×n positive semidefinite matrix, and define the k-subset I ⊆ {1, . . . , n}.
By the properties of positive semidefinite matrices and Theorem 3.4, for p ≥ rank(S) we can
b
let S = XT X and S(I)
= XT PX, where X is a p × n matrix whose columns are x1 , . . . , xn
and P is an orthogonal projection onto the subspace R(P) = span{xi : i ∈ I}.
To prove statement (1), note that for any a ∈ Rn ,

T

b
= aT XT PX a = PXa
PXa = kPXak22 ≥ 0,
aT S(I)a
b
and thus S(I)
is positive semidefinite.
To prove statement (2), let rank(SI ) = r ≤ k. Positive semidefiniteness of S implies positive
semidefiniteness of SI ; in fact, SI is the Gram matrix SI = XT:I X:I , where X:I is the matrix
whose columns are {xi : i ∈ I}. By the properties of Gram matrices,

rank (SI ) = rank XT:I X:I = rank (X:I ) = r.
Thus, the subspace R(P) = span{xi : i ∈ I} must be of dimension r, and accordingly,


b
rank S(I)
= rank XT PX = r.
b
b
Conversely, let rank(S(I))
= r ≤ k. By the positive semidefiniteness of S(I),
there exists
T
b
an r × n matrix Y of rank r such that S(I) = Y Y. By the definition of the Nyström
approximation,


b
S(I)
= SI = YT:I Y:I ,
I
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where Y:I is the r × k matrix containing the columns of Y indexed by I. By construction
Y:I will contain r linearly independent vectors in Rr , and thus we must have rank(SI ) = r.
b
b
Finally, to prove statement (3) let rank(S) = rank(S(I))
= r ≤ k. Viewing S and S(I)
as
the Gram matrices corresponding to X and PX respectively, we have
rank (X) = rank (PX) = r.
Writing X in terms of its orthogonal decomposition yields



rank (X) = rank PX + P⊥ X = rank PX + rank P⊥ X ,
p
where P⊥ is an orthogonal
 projection onto the orthogonal complement of R(P) in R .
⊥
b
Consequently, rank P X = 0, implying that X = PX and S = S(I). Also, note that the
b
b
converse statement trivially holds true, i.e. S = S(I)
implies rank(S) = rank(S(I)).


The properties established by Theorem 3.5 ensure that the Nyström approximation
preserves the positive semidefiniteness of S, and that the rank of the approximation is
governed by the rank of the principal submatrix SI . Furthermore, if the rank of the Nyström
approximation is equal to the rank of the original matrix, then we are guaranteed perfect
reconstruction with zero approximation error.
b
Note that if |I| = k, then rank(S(I))
is bounded above by k; if we wish to guarantee that
b
rank(S(I)) = k, then we must be sure the k × k submatrix SI we select is of full rank.
Fortunately, checking this condition is relatively easy and computationally inexpensive. In
fact, in Chapter 4 we will discuss determinant sampling, a method for selecting I that
chooses only among those SI that are nonsingular.

3.3.2

Spectral Properties

We have seen repeatedly that solutions to the low-rank approximation problem are deeply
intertwined with the eigenvectors and eigenvalues of both the original matrix and its
approximation. Accordingly, a crucial step toward understanding the Nyström method
is characterizing its spectral decomposition.
The most direct approach is to build upon the “approximate eigenvectors” we encountered
in Section 3.2.1. Recall that these vectors are an analogue of the approximate eigenfunctions
b
found in the classical Nyström extension, and together they form a non-orthogonal basis U
that can be used to construct the Nyström approximation of a matrix S via
b
b U
bT,
S(I)
= UD
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where D is a diagonal matrix containing the nonzero eigenvalues of SI . The following is a
more general definition of the Nyström extension for an arbitrary index set I ⊆ {1, . . . , n}.
Definition 3.6 (Nyström extension)
Let r = rank(SI ), and let SI have the thin spectral decomposition SI = QDQT , where
D is an r × r diagonal matrix containing the nonzero eigenvalues of SI , and Q is a
k × r matrix containing the corresponding orthonormal eigenvectors.
b where U
b I: = Q and
We define the Nyström extension of Q as the n × r matrix U
T
−1
b
UJ: = SIJ QD .

b is governed primarily the multiplication ST Q,
For fixed k  n, the cost of computing U
IJ
b typically are not orthogonal, we
with a complexity of O(n). Although the columns of U
b using the singular value
can recover the true eigenvectors (as well as the eigenvalues) of S
decomposition.
Theorem 3.7 (Eigenvalues and eigenvectors of Nyström approximation)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. Furthermore, let SI have the
b to be the Nyström extension of
thin spectral decomposition SI = QDQT , and define U
Q.
b 21 is
If the thin singular value decomposition of UD
b 21 = UΛVT ,
UD
b
then the eigenvectors and eigenvalues of S(I)
are given by U and Λ2 .
b 21 be given by UΛVT . Then,
Proof. Let the thin singular value decomposition of UD
b U
b T = UΛVT VΛUT = UΛ2 UT ,
UD
b
and thus Λ and U are the eigenvalues and eigenvectors of S(I).



The practical implications of Theorem 3.7 are that once we have computed the Nyström
b
extension, we can obtain the eigenvalues of S(I)
by performing the singular value
b the total cost
decomposition of a n × r matrix. Including the cost of constructing U,
of spectral analysis for the Nyström approximation scales as O(n) for fixed k. Since there
are many applications where S is needed only for its principal components, we can often
b
avoid the O(n2 ) cost of the Nyström approximation by never fully constructing S(I).
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Unfortunately, beyond the statements of Theorem 3.7, the Nyström approximation does
not admit a more direct analytical description of its eigenvalues in terms of S. However, we
can further characterize its spectrum by leveraging the variational properties of eigenvalues
of Hermitian matrices, such those defined by Weyl’s inequalities (Theorem 2.2).
Recall the following form of Weyl’s inequalities given in (2.4): for an n×n symmetric matrix
A and an n × n positive semidefinite matrix B of rank r,
λj+r (A + B) ≤ λj (A) ≤ λj (A + B) ,
for j = 1, . . . , n−r. This statement is analogous to the famous interlacing results of Cauchy,
and can be used to constrain the eigenvalues of the Nyström approximation.
Theorem 3.8 (Nyström eigenvalue interlacing)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a set of k indices I ⊆ {1, . . . , n}. Then if r = rank (SI ),

b
λj+n−r (S) ≤ λj S(I)
≤ λj (S) ,
for j = 1, . . . , r.
b
b
Proof. Let A = S(I)
and B = S − S(I),
so that S = A + B. In Section 3.3.3, we will
b
provide an independent proof that S − S(I)
is a positive semidefinite definite matrix of rank
n − r (Theorem 3.11). Thus, substituting A and B into the interlacing inequalities of (2.4)
yields the result.

Note that we actually have

b
λj S(I)
≤ λj (S)
for all indices j = 1, . . . , n, since the eigenvalues of the Nyström approximation are zero
b
for j = r + 1, . . . , n. Given the nonnegativity of the eigenvalues of S(I)
and S, we can sum
over these inequalities to obtain an eigenvalue majorization result.
Corollary 3.9 (Nyström eigenvalue majorization)
b
The eigenvalues of S weakly majorize the eigenvalues of S(I).

Finally, recall from Chapter 2 that through the theory of symmetric gauge functions—and in
particular, via the Ky Fan Dominance Theorem (Theorem 2.18)—eigenvalue majorization
results can be used to make statements that hold for all unitarily invariant norms. Thus,
Corollary 3.9 implies the following additional corollary.
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Corollary 3.10
b
≤ S .
For any unitarily invariant norm, S(I)

3.3.3

Properties of Nyström Approximation Error

b
Since the primary function of S(I)
is to serve as a low-rank approximation of S, we naturally
will be interested in studying any error in this approximation, which is characterized by the
Nyström error matrix
b
E ≡ S − S(I).
b
Because both S(I)
and E can be described as functions of low-rank projections, many of the
convenient analytical and geometric characteristics of the Nyström approximation extend
to the Nyström error matrix as well. The basic properties of E are detailed in the following
theorem.
Theorem 3.11 (Properties of the Nyström error matrix)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. Let J = {1, . . . , n}\I, and define
the Nyström error matrix
b
E ≡ S − S(I).
Then the following statements hold:
(1) The only nonzero elements of E are given by
EJ = SJ − STIJ S+
I SIJ .
(2) E is positive semidefinite with rank(E) = rank(S) − rank(SI ).
(3) For p ≥ rank (S), there exist a p × n matrix X with columns {x1 , . . . , xn } and a
p × p orthogonal projection P⊥ such that S = XT X and
E = XT P⊥ X,
and where the range of P⊥ is the orthogonal complement of span{xi : i ∈ I} in
R(X) = span{x1 , . . . , xn }, i.e.
 
R P⊥ = y ∈ R(X) : xT y = 0 for all x ∈ span{xi : i ∈ I} .
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Proof. First, note that statement (1) is a direct consequence of Definition 3.2. We will
continue by proving statement (3), after which statement (2) will follow as a corollary.
b
Let S be an n × n positive semidefinite matrix and let S(I)
be its Nyström approximation
given I. By Theorem 3.4, there exist a p × n matrix X with columns x1 , . . . , xn and a p × p
b
orthogonal projection P such that S = XT X and S(I)
= XT PX, with the range of P equal
to the span of {xi : i ∈ I}.
Let PX be the orthogonal projection onto R(X). The Nyström error matrix is given by
b
E = S − S(I)
= XT PX X − XT PX = XT P⊥ X,
where P⊥ ≡ PX −P. By the properties of orthogonal complements, P⊥ is also an orthogonal
projection, and its range is the orthogonal complement of R(P) in R(X).
Finally, to prove statement (2) note that by an argument similar the proof of Theorem 3.5,
if E = XT P⊥ X where P⊥ is an orthogonal projection, then E is positive semidefinite. Also,
the fact that R(P) and R(P⊥ ) are orthogonal complements in R(X) implies



dim R(P) + dim R(P⊥ ) = dim R(X) .
Thus,



rank PX + rank P⊥ X = rank X ,
and



b
rank S(I)
+ rank E = rank S .



Note that the nonzero block of the Nyström error matrix
EJ = SJ − STIJ S+
I SIJ
is equal to the Schur complement of SI in S, which we denote SI . Also note that any
unitarily invariant norm satisfies
kEk = kEJ k ,
and thus we need only consider the submatrix EJ when characterizing the error of the
Nyström approximation.
We have already stated that most of our approximation results will be expressed in terms
of unitarily invariant norms, a class that includes several common matrix norms, including
the spectral and Frobenius norms. Recall from Chapter 2 that for any unitarily invariant
norm k·k and m × n matrix A,
kAk2 ≤ kAk ≤ kAktr .
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Also recall that the trace norm kAktr is equal to the sum of the singular values of A, given
by
p

kAktr = tr
AT A .
Consequently, when A is an n × n positive semidefinite matrix, the trace norm takes the
simple form
kAktr = tr (A) .
We can use the dominance of the trace norm and the properties of the error matrix to
establish a general upper bound on Nyström approximation error. This bound will prove a
useful starting point for many subsequent results.

Theorem 3.12 (Upper bound for Nyström approximation error)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. Then for any unitarily invariant
norm k·k,
b
≤ tr(SJ ),
S − S(I)
where J = {1, . . . , n}\I.

Proof. For any unitarily invariant norm,
b
b
≤ S − S(I)
S − S(I)

tr

= SI − STIJ S+
I SIJ

tr

.

By the positive definiteness of the Schur complement,


+
+
T
T
SJ − STIJ S+
I SIJ tr = tr SJ − SIJ SI SIJ = tr (SJ ) − tr SIJ SI SIJ .
Since all of the above norms must be nonnegative, we have


tr SJ ≥ tr STIJ S+
I SIJ ,
and thus



b
S − S(I)
≤ tr SJ − tr STIJ S+
I SIJ ≤ tr SJ .



The upper bound is tight when k·k is the trace norm and SIJ = 0, i.e. when S is blockdiagonal. Regarding the Nyström approximation as a projection, the fact that SIJ = 0
corresponds to a maximal-error case is unsurprising, as it implies xTi xj = 0 for all i ∈ I
and j ∈
/ I. Thus, all data vectors {xj : j ∈
/ I} are orthogonal to the range of the Nyström
projection, and so we incur maximal error when attempting to approximate them.
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Also note that for all k-subsets I ⊆ {1, . . . , n},
X
 n−k
b
S − S(I) ≤ tr SJ ≤
sii ,
i=1

where s11 , . . . , sn−k,n−k denote the n − k largest diagonal elements of S. Equality holds in
the latter bound when the diagonal elements of SJ are equal for all J.
For example, consider when S is normalized to have unit diagonals, a scenario that arises
in many practical applications. In particular, when S is a covariance matrix, diagonal
normalization corresponds to all data coordinates having unit variance, and when S is a
Gram matrix, diagonal normalization corresponds to all data vectors having unit norm. In
this case, we have

b
≤ tr SJ = n − k.
S − S(I)
This bound grows linearly with the size of S, and will be very weak in most cases of practical
interest. However, since it holds for any normalized S and with respect to any method by
which we may select I, it suggests a certain stability of the Nyström approximation, by
showing that there exist no pathological matrices or subset selection methods that result in
catastrophic error performance.

3.3.4

Monotonicity Results

We conclude the chapter by developing monotonicity results for the error of the Nyström
approximation as function of the approximation order k. We begin by showing that adding
indices to a given k-subset I never results in a degradation of error performance.

Theorem 3.13 (Monotonicity of Nyström approximation error)
Let S be an n × n positive semidefinite matrix, and let I, I 0 ⊆ {1, . . . , n} be sets of
b
b 0 ) to be the Nyström
indices such that |I| = k and |I 0 | = k 0 . Define S(I)
and S(I
approximations to S given I and I 0 , respectively. Then I ⊆ I 0 implies
b 0 ) ≤ S − S(I)
b
S − S(I
,
for any unitarily invariant norm k·k.

Proof. By Theorem 3.4, let X be a p × n matrix and let P and P0 be p × p orthogonal
b
b 0 ) = XT P0 X.
projection matrices such that S = XT X, S(I)
= XT PX, and S(I
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Note that I ⊆ I 0 implies R (P) ⊆ R (P0 ), which in turn implies that
R(In − P0 ) ⊆ R(In − P),
where In −P and In −P0 represent orthogonal projections onto the orthogonal complements
of R (P) and R (P0 ) in Rn , respectively. Thus, for any vector x ∈ Rn , we must have
(In − P0 )x = (In − P0 )(In − P)x.

(3.5)

b 0 ) as
Next, we express the singular values of the error matrix S − S(I


b 0 ) = σi XT (In − P0 )X
σi S − S(I
= σi XT (In − P0 )T (In − P0 )X

= σi2 (In − P0 )X ,



for all i = 1, . . . , n. Thus, for any t = 1, . . . , n,
t
X

t
 X

0
b
σi S − S(I ) =
σi2 (In − P0 )X

i=1

i=1

=

≤

t
X
i=1
t
X

σi2 (In − P0 )(In − P)X



(3.6)


σi2 In − P0 σi2 ((In − P)X)

(3.7)

σi2 ((In − P)X)

(3.8)

i=1

≤

=

t
X
i=1
t
X

σi XT (In − P)X



i=1

=

t
X

b
σi S − S(I)



i=1

where (3.6) follows from (3.5), (3.7) is due to Lemma 2.17, and (3.8) is due to the fact that
singular values of a projection matrix are either zero or one. Expressing these inequalities
in terms of the Ky Fan k-norms, we have
b 0)
S − S(I

(t)

b
≤ S − S(I)

(t)

,

for all t = 1, . . . , n. Applying the Ky Fan Dominance Theorem (Theorem 2.18) extends the
result to all unitarily invariant norms.
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Since increasing the order of a Nyström approximation can only maintain or improve its
error performance, in practice we often will want to make k as large as computational
resources permit.
0

Let Ω(k) and Ω(k ) denote the sets of all k-subsets and k 0 -subsets of {1, . . . , n}, respectively. If
we assume that I and I 0 are drawn independently at random from uniform distributions over
0
Ω(k) and Ω(k ) , we can prove an alternate form of Theorem 3.13 that holds in expectation.
Theorem 3.14 (Monotonicity for uniformly random sampling)
Let S be an n × n positive semidefinite matrix, and let I, I 0 ⊆ {1, . . . , n} be sets of
b
indices such that |I| = k and |I 0 | = k 0 . Define S(I)
and S(I 0 ) to be the Nyström
approximations to S given I and I 0 , respectively. If I and I 0 are selected independently
at random with uniform probability, then k 0 ≥ k implies
b
b 0 ) ≤ EI S − S(I)
,
EI 0 S − S(I
for any unitarily invariant norm k·k.
Proof. We need only show that the inequality holds for k 0 = k + 1; the general case follows
by induction. The expected error for I 0 drawn uniformly at random from Ω(k+1) is given by
b 0) =
EI 0 S − S(I

1

X

Ω(k+1)

I 0 ∈Ω(k+1)

b 0) .
S − S(I

(3.9)

b 0 ) is
Since any I 0 ∈ Ω(k+1) contains k + 1 different subsets of cardinality k and S − S(I
independent of I, we can write
b 0) =
S − S(I

1 X
b 0) .
S − S(I
k+1
0
I⊆I

Substituting this equality into (3.9) and applying the deterministic version of monotonicity
(Theorem 3.13) yields
b 0) =
EI 0 S − S(I

X

I 0 ∈Ω(k+1)

≤

X

I 0 ∈Ω(k+1)

1
Ω(k+1)
1
Ω(k+1)

1 X
b 0)
S − S(I
k+1
0
I⊆I

1 X
b
S − S(I)
.
k+1
0
I⊆I

There are n − k different subsets I 0 that contain each I, and so each I ∈ Ω(k) will appear
exactly n − k times in the above expression. Re-arranging terms to produce a summation

Chapter 3: The Nyström Method

51

over I ∈ Ω(k) and recognizing that
Ω(k+1) =
we have
b 0) ≤
EI 0 S − S(I

1

X
I∈Ω

Ω(k+1)

k + 1 (k)
Ω ,
n−k

n−k
b
b
S − S(I)
= EI S − S(I)
.
k+1



Theorem 3.14 tells us that when choosing subsets uniformly at random, increasing k cannot
result in a degradation of expected error performance. Of course, it is always possible
that given any particular choice of I and I 0 , the latter can result in a poorer Nyström
approximation. Through an accounting of possible subsets, we can establish a lower bound
for the probability that the approximation error given I 0 does not increase over the error
given I.

Theorem 3.15 (Lower bound for probability of nonincreasing error)
Let S be an n × n positive semidefinite matrix, and let I, I 0 ⊆ {1, . . . , n} be sets of
b
b 0 ) to be the
indices such that |I| = k and |I 0 | = k 0 with k 0 ≥ k. Define S(I)
and S(I
Nyström approximations to S given I and I 0 , respectively. If I and I 0 are selected
independently at random with uniform probability, then

k0


0
k
b
b ) ≤ S − S(I)
≥ n ,
Pr S − S(I
k

for any unitarily invariant norm k·k.

b
Proof. For any unitarily invariant norm, define  ≡ S − S(I)
and 0 ≡
Rewriting the probability Pr (0 ≤ ) as an expectation, we have
X X



Pr 0 ≤  = E I 0 ≤  =
I 0 ≤  Pr(I, I 0 ) .
I 0 ∈Ω(k

0)

b 0) .
S − S(I

I∈Ω(k)

Next, we can lower bound the inner summation over Ω(k) by only including those terms for
which I ⊂ I 0 . Thus,
X X
X X


Pr(I, I 0 ) ,
Pr 0 ≤  ≥
I 0 ≤  Pr(I, I 0 ) =
I 0 ∈Ω(k

0)

I⊆I 0

I 0 ∈Ω(k

0)

I⊆I 0

since I 0 ⊆ I implies I (0 ≤ ) = 1 (Theorem 3.13). Because I and I 0 are independent and
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1
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Figure 3.1: Lower bound for the probability of nonincreasing error as a function of k0 , for n = 1000 and
k = 10.

uniformly distributed, their joint distribution is
Pr(I, I 0 ) =

Ω(k)

1
.
Ω(k0 )

Substituting this distribution and evaluating the above summations yields



(k0 ) k0

Ω
0
0
k
b
b ) ≤ S − S(I)
≥ (k) (k0 ) =
Pr  ≤  = Pr S − S(I
Ω
Ω

k0
k
n
k


.


For fixed n and k, the bound achieves its lowest value when k 0 = k, which yields
Pr



b
b 0 ) ≤ S − S(I)
S − S(I



≥

1

n .
k

In other words, when k 0 = k, the probability that I 0 yields an approximation no worse than
that of I is bounded from below the probability that I 0 = I, i.e. the probability that the
approximation does not change.
In the case of large n and small k, unless k 0 is also large, each I 0 contains very few subsets
of size k, relative to the total number of subsets. Consequently, the lower bound in such
cases will be very small. Figure 3.1 shows an example of the bound as a function of k 0 for
n = 1000 and k = 10.
Fortunately, we will find that in practice, even a modest increase in k will usually result
in improved error performance for typical problems. We provide a detailed theoretical
treatment of randomized approaches to subset selection in Chapter 4, and examine the
empirical performance of such methods in Chapter 6.
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Summary

We have developed the Nyström method as a computationally efficient solution to problem
of computing a low-rank approximation of an n × n positive semidefinite matrix S. When
the order k of the approximation is fixed, the Nyström method allows us to obtain a suboptimal solution for O(n2 ), as opposed to the O(n3 ) cost of an optimal approximation.
Moreover, we can compute the eigenvalues and eigenvectors of the low-rank approximation
without entirely reconstructing it, resulting in a reduced computational cost that scales
linearly with n.
We have established a number of basic properties of the Nyström approximation, many of
which highlight the fact that the approximation is a function of the principal submatrix
upon which it is based. In order for the Nyström method to be an effective approximation
technique, we need to determine robust methods for choosing subsets of rows and columns
from S and characterize their respective error properties. In the next chapter, we develop
several general approaches to subset selection and derive bounds for the error of the resulting
approximations.

Chapter 4

Randomized Methods for Nyström
Subset Selection
Consider an n × n positive semidefinite matrix S, and let SI be the k × k principal
submatrix of S whose rows and columns are specified by a k-subset I ⊆ {1, . . . , n}. In
the previous chapter we developed the Nyström method, which constructs a k-th order
low-rank approximation of S by replacing SJ with the approximation STIJ S+
I SIJ , where
J = {1, . . . , n}\I. While this approach to low-rank approximation has a number of
advantageous theoretical and computational properties, it also provides us with a new
challenge: how should we select the subset I?
Recall that if S is the Gram matrix corresponding to a set of n vectors {x1 , . . . , xn } ⊂ Rp ,
then the Nyström method performs low-rank approximation by projecting these vectors onto
the subspace spanned by {xi : i ∈ I}. Thus, a “good” subset I corresponds to when the data
as a whole are well described by this low-dimensional subspace. The problem of choosing
a small representative sample to characterize a large data set is known as landmark data
selection, and has received widespread attention throughout the machine learning and
signal processing literature [10, 11, 20, 40].
Let us make the subset selection problem more concrete. Let Ω = {1, . . . , n}, and define
the set of all k-subsets of Ω,
Ω(k) ≡ {I ∈ Ω : |I| = k} .
Our metric for choosing a good subset I ∈ Ω(k) is the error between S and its corresponding
b
Nyström approximation S(I),
as measured by
b
S − S(I)
,
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where k·k is a given unitarily invariant matrix norm. Unfortunately, determining a good
subset by brute force is possible only for small matrices, since
 
n
n!
(k)
Ω
=
=
.
k
k!(n − k)!
Consequently, we will require more tractable methods for choosing I. A natural alternative
is to select I randomly from Ω(k) according to a prescribed probability distribution; the
most straightforward option (both computationally and analytically) is sampling from the
uniform distribution, where I ∈ Ω(k) is chosen with probability
P (I) =

1
.
Ω(k)

This approach has been used to implement Nyström approximations for a variety of practical
applications [18, 19, 41], although studies of its analytical properties have been somewhat
limited. In Section 4.1 we present a number of new theoretical results for Nyström
approximation under the assumption of uniformly random subset selection.
Since uniform sampling chooses landmark points without regard to the matrix being
approximated, one might expect to improve performance by sampling from a datadependent distribution P (I | S). To this end, we consider several distributions of the form
f (SI )
,
I 0 ∈Ω(k) f (SI 0 )

P (I | S) = P

where f is a function that maps a k ×k positive semidefinite matrix to R+ . One distribution
of this type found in the literature is the determinant distribution [42, 43], which
corresponds to
f (SI ) = det (SI ) .
While sampling from this distribution has been proven to yield average approximation error
within k + 1 times the optimal rate [43], it is computationally challenging to perform in
practice, requiring Monte Carlo and/or approximate sampling methods. As an alternative,
we investigate two other data-dependent distributions motivated by theoretical results from
the previous chapter: the trace distribution, which corresponds to
f (SI ) = tr (SI ) ,
and the k -fold product distribution, which corresponds to
Y
f (SI ) =
sii .
i∈I
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In Section 4.2, we derive upper bounds for the expected approximation error of both
methods. Algorithms for the practical implementation of these and other approaches to
Nyström subset selection will be addressed later in Chapter 6.

4.1

Uniform Sampling

Throughout the rest of the chapter, S will denote the n × n positive semidefinite matrix to
be approximated, and Ω(k) will denote the set of all k-subsets of {1, . . . , n}. Given a subset
I ∈ Ω(k) , we will let J denote the complementary subset {1, . . . , n}\I. Also, without loss of
generality we will assume the diagonal elements of S are ordered such that s11 ≥ · · · ≥ snn .
b
We begin with a thorough analysis of Nyström approximation error kS − S(I)k
in the case
of sampling from a uniform distribution, formally defined as follows.

Definition 4.1 (Uniform distribution)
For k ≤ n, let Ω(k) be the set of all k-subsets of {1, . . . , n}. We define the uniform
distribution over Ω(k) as the distribution whose probability mass function is given by
P (I) =

1
1
= n ,
(k)
Ω
k

for all I ∈ Ω(k) .

Uniform sampling is one of the simplest approaches to subset selection, and as such is widely
used in practice. Although we will be unable to developed closed-form expressions for the
distribution of the approximation error or its moments in the case of arbitrary S, we will
be able to develop bounds for certain statistics, including the expected value and variance
b
of kS − S(I)k.
Many of the results in this section will build upon the general Nyström error bound given
in Theorem 3.12. Recall that for any unitarily invariant norm k·k, dominance of the trace
norm and positive definiteness of the Schur complement imply that

b
S − S(I)
= tr SJ − STIJ S+
I SIJ ≤ tr (SJ ) .
As this inequality holds for all I ∈ Ω(k) , it will also hold in expectation, which will allow us
b
to bound moments of kS − S(I)k
with respect to various distributions.
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Bounds for Expected Error Under Uniform Sampling

b
The following upper bound for the expected value of kS − S(I)k
was first stated (without
proof) in [20].

Theorem 4.2 (Upper bound for expected error under uniform sampling [20])
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. If I is chosen at random with
uniform probability, then for any unitarily invariant norm k·k,
n−k
b
EI S − S(I)
≤
tr(S).
n

Proof. By Theorem 3.12,
b
EI S − S(I)
≤ EI tr (SJ ) .
Evaluating this expectation yields
X


EI tr SJ =
tr SJ
I∈Ω(k)

=

=

X
I∈Ω(k)
n
X

" n
X

sii

i=1

1
Ω(k)
#

sii I(i ∈
/ I)

i=1

1
Ω(k)

X I(i ∈
/ I)
(k)
Ω
(k)

I∈Ω

n−k
= tr(S)
.
n



To derive a lower bound for the expected error, we will need to apply four key results
reviewed in Chapter 2. The first is Corollary 2.19, which states that kSk ≥ kSk2 for any
unitarily invariant norm; the second is the Schur-Horn convexity theorem (Theorem 2.4),
which states that the diagonal elements of S are majorized by its eigenvalues; the third is
the Crabtree-Haynsworth Lemma (Lemma 2.13), which gives an element-wise formula for
the Schur complement of SI ; and the fourth is Fischer’s inequality (Theorem 2.5), which
states that for any subsets I and J that form a partition of {1, . . . , n},
det (S) ≤ det (SI ) det (SJ ) .
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We also establish the following lemma, which will allow us to simplify one of the expectations
in the error bound.
Lemma 4.3
Let β1 ≥ · · · ≥ βn ≥ 0, and for k < n, let I be a k-subset of {1, . . . , n} chosen at
random with uniform probability. Then,
EI max βj =
j ∈I
/

where αt ≡

n−t
k+1−t



/

n
k



k+1
X

αt βt ,

t=1

for t = 1, . . . , k + 1.

Proof. For t = 1, . . . , k + 1, let At ⊆ Ω(k) denote the set of all I ∈ Ω(k) such that βt is the
largest diagonal element not in {βi : i ∈ I}. Since β1 , . . . , βt−1 are greater than βt , we must
have {1, . . . , t − 1} ⊆ I, leaving only k + 1 − t indices to be chosen from the remaining n − t.
Thus,


n−t
|At | =
,
k+1−t
for all t = 1, . . . , k + 1. Partitioning the expectation according to A1 , . . . , Ak+1 ,
EI max βj =
j ∈I
/

X
I∈Ω(k)

k+1 X
k+1
k+1
X
X
X
1
1
|At |
max
β
=
β
=
β
=
αt βt ,
j
(k) t
(k) t
/
Ω(k) j ∈I
Ω
Ω
t=1 I∈A
t=1
t=1
t

where
|At |
αt ≡ (k) =
Ω

n−t
k+1−t

n
k


.

Theorem 4.4 (Lower bound for expected error under uniform sampling)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊂ {1, . . . , n}. If I is chosen at random with
uniform probability, then for any unitarily invariant norm k·k,

EI

 k+1
det S X
b
S − S(I) ≥ Qn
αt stt
i=1 sii
t=1

where s11 , . . . , snn
the diagonal elements of S arranged in nonincreasing order,
 denote

n−t
n
and αt ≡ k+1−t / k for t = 1, . . . , k + 1.
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Proof. For any unitarily invariant norm,
b
b
EI S − S(I)
≥ EI S − S(I)

(4.1)

2


b
= EI λ1 S − S(I)

(4.2)

= EI λ1 SJ − STIJ S−1
I SIJ


≥ EI max SJ − STIJ S−1
I SIJ ii


i

= EI max
j ∈I
/

det(SI∪j )
,
det(SI )

(4.3)
(4.4)

where (4.1) follows from Corollary 2.19, (4.2) follows from the positive semidefiniteness of
the error matrix, (4.3) follows from the Schur-Horn convexity theorem (Theorem 2.4), and
(4.4) follows from the Crabtree-Haynsworth Lemma (Lemma 2.13).
By Hadamard’s inequality—which can be viewed as a consequence of Fischer’s inequality
(Theorem 2.5)—we have
Y
det (SI ) ≤
sii .
(4.5)
i∈I

Fischer’s inequality also yields

Y
det S ≤ det SI∪j
stt .

(4.6)

t∈I
/
t6=j

Using (4.5) as an upper bound for det (SI ) and (4.6) as a lower bound for det (SI∪j ), we
can construct a lower bound for the ratio of these quantities. Thus,
det(SI∪j )
b
EI S − S(I)
≥ EI max
det(SI )
j ∈I
/

det S
Q
≥ EI max Q
j ∈I
/
t∈I
/ stt
i∈I sii
t6=j

det S sjj
= EI max Qn
j ∈I
/
i=1 sii

det S
= Qn
EI max sjj .
j ∈I
/
i=1 sii
Applying Lemma 4.3 then yields the result.



Using a similar line of reasoning, we can derive a simpler lower bound that holds only for
the trace norm.
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Corollary 4.5 (Lower bound for expected error in trace norm)
If I is chosen at random with uniform probability, then
b
S − S(I)

EI

tr


det S n − k
≥ Qn
tr(S).
n
i=1 sii

Proof. By the Crabtree-Haynsworth Lemma (Lemma 2.13),
b
EI S − S(I)

tr

X det(SI∪j )

= EI tr SJ − STIJ S−1
S
=
E
.
IJ
I
I
det(SI )
j ∈I
/

As in the proof of Theorem 4.4, we can use Hadamard’s and Fischer’s inequalities to lower
bound the ratio det(SI∪j ) to det(SI ), yielding


X
X
det S
det S
b
Q
Q
= Qn
EI
sjj .
EI S − S(I) tr ≥ EI
t∈I
/ stt
i∈I sii
i=1 sii
j ∈I
/

j ∈I
/

t6=j

Finally, following the proof of Theorem 4.2, we evaluate the final expectation to yield

det
S
n−k
b
tr(S).
EI S − S(I)
≥ Qn
tr
n
i=1 sii

4.1.2



Bounds for Squared Error and Error Variance

The analytical properties of the Nyström approximation that allow us to bound expected
error—in particular, the ability to express the error matrix as a Schur complement—will
allow us to bound other statistics of the error as well. We begin by proving an upper bound
for the mean squared error of the Nyström approximation.
Theorem 4.6 (Mean squared error under uniform sampling)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a set of k indices I ⊆ {1, . . . , n}. If I is chosen at random
with uniform probability, then for any unitarily invariant norm k·k,
"
#
n
X
n
−
k
2
b
EI S − S(I)
≤
(n − k − 1) tr2 (S) + k
s2ii .
n(n − 1)
i=1
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Proof. Applying Theorem 3.12 once again, we have
2

b
EI S − S(I)

≤ EI tr2 (SJ ) ,

for any unitarily invariant norm k·k. Evaluating this expectation yields
EI tr2 (SJ ) =

X

1
Ω(k)

tr2 (SJ )

I∈Ω(k)

1
= (k)
Ω
=

=

=

1
Ω(k)

"
X
I∈Ω(k)

X
I∈Ω(k)

n X
n
X
i=1 j=1
n X
n
X

#2

n
X

sii I (i
i=1
n X
n
X

∈
/ I)

sii sjj I(i ∈
/ I) I (j ∈
/ I)

i=1 j=1

P

I∈Ω(k)

sii sjj

I (i ∈
/ I) I (j ∈
/ I)
(k)
Ω

|Aij |
,
Ω(k)

sii sjj

i=1 j=1

where we have defined the family of sets

Aij ≡ I ∈ Ω(k) : i, j ∈
/I ,
for all i, j ∈ {1, . . . , n}. Note that the cardinalities of these sets are given by
(

n−2
, i 6= j,
k

|Aij | =
n−1
k , i = j.
Also, for notational convenience let us define the constants

n−2
(n − k)(n − k − 1)
k
α ≡ (k) =
,
n(n − 1)
Ω
and

n−1
k
Ω(k)



β≡

=

n−k
.
n

(4.7)
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Substituting these expressions into (4.7) yields
EI tr2 (SJ ) =
=

n X
X
i=1 j6=i
n X
n
X
i=1 j=1

α sii sjj +
α sii sjj −

n
X
i=1
n
X

β s2ii
α s2ii

i=1
n
X

= α tr2 (S) + (β − α)

+

n
X

β s2ii

i=1

s2ii

i=1
n

=

(n − k)k X 2
(n − k)(n − k − 1) 2
tr (S) +
sii .
n(n − 1)
n(n − 1)



i=1

Given our results thus far, a bound for the error variance is now easily obtained by combining
the upper bound for mean squared error and the lower bound for expected error.
Corollary 4.7 (Error variance under uniform sampling)
If I is chosen at random with uniform probability, then for any unitarily invariant
norm k·k,
b
EI S − S(I)

2

#2
"
# "
 k+1
n
X
det S X
n−k
2
2
≤
αt stt .
(n − k − 1) tr (S) + k
sii − Qn
n(n − 1)
i=1 sii
i=1

t=1

where s11 , . . . , snn
the diagonal elements of S arranged in nonincreasing order,
 denote

n−t
n
and αt = k+1−t / k for t = 1, . . . , k + 1.

Likewise, we can use the lower bound for the expected error in trace norm (Corollary 4.5)
to produce a corresponding variance bound.
Corollary 4.8 (Error variance in trace norm)
If I is chosen at random with uniform probability, then
b
EI S − S(I)

2
tr

n−k
≤
n

"

#
!
n
X
n − k − 1 (n − k)det2 S
k
Q
−
tr2 (S) +
s2ii .
n−1
n−1
n ni=1 s2ii
i=1
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Discussion of Uniform Sampling Error Bounds

We have derived a number of bounds for moments of the Nyström approximation error under
the assumption of uniformly random subset selection. We now take a moment to discuss
the behavior of these bounds in greater detail. Consider the upper and lower bounds for
expected error under uniform sampling:
 k+1
det S X
n−k
b
Qn
αt stt ≤ EI S − S(I)
≤
tr(S),
s
n
i=1 ii
t=1

where s11 ≥ · · · ≥ snn , k·k is any unitarily invariant norm, and α1 , . . . , αk+1 are defined as
in Theorem 4.4.
Since the only slackness in the upper bound is derived from the general Nyström bound of
Theorem 3.12, equality holds under the same conditions. Thus, this bound is tight when
k·k is the trace norm and SIJ = 0 for all I ∈ Ω(k) , i.e. when S is diagonal.
On the other hand, the lower bound will be tight whenever k = rank (S) < n and we
have rank(SI ) = rank(S) for all I ∈ Ω(k) . In this case, det (S) and the lower bound will
b
both be zero; however, the rank of S(I)
will be k for any I ∈ Ω(k) , and thus the perfect
reconstruction property of the Nyström approximation ensures we will achieve this bound.
To gain further insight into the behavior of these bounds, let us consider the simplified
case where k·k is the trace norm and the diagonals of S have been normalized to unity.
Combining the upper bound of Theorem 4.4 and the lower bound of Corollary 4.5, we have

b
(n − k) det S ≤ EI S − S(I)
≤ n − k,
tr
where det(S) ∈ [0, 1]. As det(S) approaches unity (i.e. as S approaches the identity matrix),
the lower bound converges to the upper bound. Consequently, we will know the expected
error with near equality, though it will be quite large, growing linearly with the size of S.
Alternatively, as det(S) approaches zero, the expected error can potentially lie anywhere
in the interval [0, n − k]. At one extreme, the matrix S could be of rank k and could have
no rank-deficient k × k submatrices, and so we would be guaranteed perfect reconstruction.
At the other extreme, S could be of rank n − 1 and nearly diagonal, such as if it were an
identity matrix with one symmetric pair of off-diagonal elements set to unity. Although
in this case the expected error would be strictly less than n − k, it would asymptotically
approach this limit as n → ∞ with k fixed.
Next, let us discuss the upper bounds for mean squared error and error variance given in
Theorem 4.6 and Corollary 4.7, respectively. The upper bound for mean squared error
depends on the same inequality as the one for expected error, and thus it also will be tight
when k·k is the trace norm and S is diagonal.
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The bound for error variance in Corollary 4.7 depends on both the upper bound for mean
squared error and the lower bound for expected error. Since the former is tight in the case of
trace norm while the latter is tight in the case of the spectral norm, equality in the variance
bound could only occur if these norms were equivalent, i.e. when S has at most one nonzero
singular value. However, since equality in the squared error bound also requires that S is
diagonal, it follows that the variance bound will never be tight, except in the degenerate
case where S = 0.
As before, we can better understand these bounds by assuming k·k is the trace norm and
the diagonals of S are normalized to unity. Evaluating the variance bound in Corollary 4.8
for this case yields

2
b
≤ (n − k)2 1 − det2 (S) ,
EI S − S(I)
tr

where det (S) ∈ [0, 1]. As det (S) approaches unity, S converges to the identity matrix,
and all chosen subsets incur an identical error of n − k; this scenario is consistent with
the variance bound falling to zero. Alternatively, when det (S) = 0 we effectively lose all
information regarding expected error, as the lower bound can range anywhere from tight to
maximally weak. Consequently, the error variance in this case is constrained only by the
upper bound for the mean squared error.

4.2

Data-Dependent Sampling

Uniform sampling represents one of the simplest approaches we can take to random subset
selection, as it chooses a principal submatrix of S without regard for its suitability as a basis
for approximation. A more sophisticated alternative is to sample from a data-dependent
distribution of the form
f (SI )
P (I | S) = P
,
I 0 ∈Ω(k) f (SI 0 )
where f is a function that maps a k×k positive semidefinite matrix to R+ . One distribution
of this form examined in the literature is the determinant distribution [20, 42, 43], so
named because it corresponds to
f (SI ) = det (SI ) .
Note that this distribution is defined only for rank(S) ≥ k, as otherwise S contains no
nonsingular k × k principal submatrices.
The determinant distribution has been proven to achieve an expected error rate within a
factor of k + 1 times that of an optimal approximation [43]. We restate this result in the
following theorem.
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Theorem 4.9 (Expected error under determinant sampling [43])
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
(k)
(k)
approximation of S given I ∈ Ω , where Ω is the set of all k-subsets of {1, . . . , n}.
If I is randomly sampled according to the distribution
det(SI )
,
I 0 ∈Ω(k) det(SI 0 )

P (I | S) = P

then for any unitarily invariant norm k·k,
b
EI S − S(I)
≤ (k + 1)

n
X

λi (S) .

i=k+1

Unfortunately, while determinant sampling is accompanied by this favorable error bound,
it can be quite challenging toperform in practice. Directly computing the mass function
P (I | S) requires evaluating nk principal minors of S, and thus it is computationally feasible
only for small matrices. As a result, sampling from the determinant distribution typically
requires iterative and/or approximate sampling methods, such as Markov chain Monte Carlo
techniques.
Although approximate determinant sampling methods have been successfully developed
and tested in the literature [20, 43], they possess a number of drawbacks. Iterative
approaches still require that we compute a large number of minors at a cost of O(k 3 ) each,
making determinant sampling an expensive alternative to uniform sampling as k increases.
Moreover, convergence bounds do not currently exist for any of these algorithms, and thus
in most cases, one has no way to gauge the fidelity of the approximate samples.
As an alternative to the determinant distribution, we explore two new data-dependent
distributions. In addition to developing upper bounds for expected error, we will discuss
properties of these distributions that facilitate efficient sampling techniques.

4.2.1

Trace Sampling

Recall that for an n × n positive semidefinite matrix S, the error in trace norm of the
Nyström approximation of S given a k-subset I ⊆ {1, . . . , n} is


b
b
S − S(I)
= tr S − tr S(I)
.
tr
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Consequently, if we want to minimize approximation error, we should attempt to ensure
b
that tr(S(I))
is as large as possible. Since the Nyström approximation preserves the entries
of SI , one approach would be to sample from a distribution that favors matrices for which
tr(SI ) is large.
Furthermore, Weyl’s inequalities (Theorem 2.2) can be used to show that the eigenvalues
b
of SI lower bound the eigenvalues of S(I),
i.e.
b
λi (SI ) ≤ λi S(I)



for i = 1, . . . , k. This relationship also suggests that selecting subsets corresponding to large
b
values of tr(SI ) will favor larger values of tr(S(I))
and lead to lower approximation error.
Motivated by these lines of reasoning, we define the trace distribution for subset sampling
as follows.
Definition 4.10 (Trace distribution)
For k ≤ n, let Ω(k) be the set of all k-subsets of {1, . . . , n}. Given an n × n positive
semidefinite matrix S, we define the trace distribution over Ω(k) as the distribution
whose probability mass function is given by
tr (SI )
,
I 0 ∈Ω(k) tr(SI 0 )

P (I | S) = P
for all I ∈ Ω(k) .

Like the determinant distribution, we will not be able to sample from the trace distribution
by directly computing its probability mass function. However, we can easily determine
maximum and minimum values of the mass function, as well as its normalizing constant,
given by
X
X X
tr (SI ) =
sii
I∈Ω(k)

=

I∈Ω(k) i∈I
n
X X
I∈Ω(k)

= tr (S)

sii I (i ∈ I)

i=1

X

I (i ∈ I)

I∈Ω(k)

 
k n
=
tr (S)
n k


n−1
=
tr (S) .
k−1

(4.8)
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These properties will allow us to develop Monte Carlo sampling methods that are less
expensive than those for determinant sampling. For example, we will be able to develop
a rejection sampler for exact sampling from the trace distribution whose expected cost
scales as O(n). We discuss algorithms for sampling from the trace distribution further in
Chapter 6.
When performing subset selection according to the trace distribution, we can show that the
expected approximation error obeys the following upper bound.

Theorem 4.11 (Trace distribution error bound)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-suset I ⊆ {1, . . . , n}. If I is chosen at random according
to the trace distribution, then for any unitarily invariant norm k·k,
n−k
b
≤α
EI S − S(I)
tr (S) ,
n
where

Pn 2 

sii
n
α=
1 − i=1
≤ 1,
2
n−1
tr (S)

and s11 , . . . , snn are the diagonal elements of S.

Proof. As in previous proofs, we have from Theorem 3.12 that
b
≤ EI tr(SJ ).
EI S − S(I)
In terms of the trace distribution, this expectation can be written as
X tr (SI )
tr (SJ )
z
I∈Ω(k)
!
!
X
1 X X
=
sii
sjj
z
j ∈I
/
I∈Ω(k) i∈I
! n
!
n
X
1 X X
=
sii I (i ∈ I)
sjj I (j ∈
/ I)
z
(k)

EI tr(SJ ) =

=

1
z

i=1
I∈Ω
n
n
XX

sii sjj

i=1 j=1

j=1

X

I (i ∈ I) I (j ∈
/ I) ,

I∈Ω(k)

where z denotes the normalizing constant of the trace distribution given in (4.8).

(4.9)
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As a function of i and j, the innermost summation in (4.9) is given by
(
X
0,
i = j,

I (i ∈ I) I (j ∈
/ I) =
n−2
(k)
k−1 , i 6= j.
I∈Ω

Finally, substituting this equation and the expression for the normalizing constant into (4.9)
yields
b
EI S − S(I)
≤ EI tr(SJ )


n
1 XX n − 2
=
sii sjj
z
k−1
i=1 j6=i
#
 "
n−2
n
X

= n−1k−1
tr2 (S) −
s2ii
tr
(S)
k−1
i=1
Pn 2 

s
n−k
tr (S) − i=1 ii
=
n−1
tr (S)
n−k
=α
tr (S) ,
n
where
Pn 2 

sii
n
1 − i=1
.
(4.10)
α=
n−1
tr2 (S)
Finally, note that by the Cauchy-Schwarz inequality,
2

tr (S) =

n
X
i=1

!2
sii

≤n

n
X

s2ii .

i=1

Substituting this inequality into (4.10) shows that we must have α ≤ 1.



Recalling the uniform sampling bound of Theorem 4.2, we see that α ≤ 1 implies the trace
distribution yields error performance that at least as good as that of uniform sampling.
Like many of the results in this chapter, slackness in the trace error bound is due the Schur
complement inequality of Theorem 3.12. Consequently, the error bound will be tight when
S is diagonal.
To explore how the diagonal elements of S control the behavior of the trace sampling bound,
let us assume for convenience that S is normalized such that tr (S) = 1. Thus,
"
#
n
X
n
−
k
b
1−
s2ii ,
EI S − S(I)
≤
n−1
i=1
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P
with ni=1 s2ii ∈ [ n1 , 1]. As the magnitudes of the diagonal
become more disparate,
Pnelements
2 approaches unity and the
trace sampling becomes more effective; accordingly,
s
i=1 ii
upper bound approaches zero. Alternatively, as the magnitudes of the diagonal elements
approach equality, the trace distribution reduces to the uniform distribution, and we recover
the uniform sampling bound
n−k
b
EI S − S(I)
≤
.
n

4.2.2

k -fold Product Sampling

Another function that favors large values of tr(SI ) is the k-fold product f (SI ) =
where s11 , . . . , snn are the diagonal elements of S. By Hadamard’s inequality,
Y
f (SI ) =
sii ≥ det (SI ) ,

Q

i∈I

sii ,

i∈I

and thus we may consider f as a proxy for the function det (SI ). Since the latter results
in rate-optimal error performance, this relationship suggests the k-fold product may be a
reasonable option as well.
Q
We refer to the data-dependent distribution corresponding to f (SI ) = i∈I sii as the k -fold
product distribution, formally defined as follows.
Definition 4.12 (k-fold product distribution)
For k ≤ n, let Ω(k) be the set of all k-subsets of {1, . . . , n}. Given an n × n positive
semidefinite matrix S, we define the k-fold product distribution over Ω(k) as the
distribution whose probability mass function is given by
Q
i∈I sii
Q
,
P (I | S) = P
I 0 ∈Ω(k)
j∈I 0 sjj
for all I ∈ Ω(k) , where s11 , . . . , snn denote the diagonal elements of S.

Like the trace distribution, the k-fold product distribution usually cannot be sampled from
directly, because all values of the mass function cannot be calculated. However, because we
can easily compute values of the distribution such as its maxima and minima, we will be
able to develop Monte Carlo algorithms for exact and approximate sampling. Furthermore,
the k-fold product distribution will play an important part in developing exact sampling
approaches for the determinant distribution. We address these topics in greater detail in
Chapter 6.
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To prove an upper bound for expected approximation error under k-fold product sampling,
we will need to make use of the following lemma.
Lemma 4.13
Let Ω(k) and Ω(k+1) denote the sets of all k-subsets and (k + 1)-subsets of {1, . . . , n},
respectively. Then for any positive constants α1 ≥ · · · ≥ αn ,


n
X Y
X
X Y
αi ≤ 
αj 
αi .
I 0 ∈Ω(k+1) i∈I 0

j=k+1

I∈Ω(k) i∈I

Proof. The number of terms in the summation





n
n
X
X Y
X Y
X

 αi 
αj 
αi =
αj 
j=k+1

will be

I∈Ω(k) i∈I

I∈Ω(k)

i∈I

(4.11)

j=k+1



 
n
n
n!
= (k + 1)
,
(n − k)
=
k!(n − k − 1)!
k+1
k

which is k + 1 times the number of terms in the summation
X Y
αi .
I∈Ω(k)

(4.12)

i∈I

Moreover, a simple accounting of the summands involved shows that each term in (4.12)
must appear at least once in (4.11), and thus the inequality must hold.


Theorem 4.14 (k-fold product distribution error bound)
b
Let S be an n × n positive semidefinite matrix, and let S(I)
be the Nyström
approximation of S given a k-subset I ⊆ {1, . . . , n}. If I is chosen at random according
to the k-fold product distribution, then for any unitarily invariant norm k·k,
b
EI kS − S(I)k
≤ (k + 1)

n
X

sii ,

i=k+1

where sk+1,k+1 , . . . , snn denote the n − k smallest diagonal elements of S.
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Proof. Let k·k denote any unitarily invariant norm, and without loss of generality, assume
that S is ordered such that its diagonal elements satisfy s11 ≥ · · · ≥ snn . Applying the
general Nyström error bound (Theorem 3.12),
b
≤ EI tr (SJ ) .
EI S − S(I)
Evaluating this expectation yields
Q

X

EI tr (SJ ) =

i∈I

sii

z

I∈Ω(k)

tr (SJ )

1 X Y X
sii
sjj
z
(k)

=

i∈I

I∈Ω

j ∈I
/

1 X X Y
=
sii ,
z
(k)
j ∈I
/ i∈I∪j

I∈Ω

where z is the normalizing constant
X Y

z=

sii .

I 0 ∈Ω(k) i∈I 0

Next, note that for any I ∈ Ω(k) and j ∈
/ I, the index set I ∪ j is an element of Ω(k+1) .
0
(k+1)
Moreover, for every I ∈ Ω
, there are k + 1 ways it can be constructed as I ∪ j with
(k)
I ∈ Ω and j ∈
/ I. Thus,
EI tr (SJ ) =

1 X X Y
sii
z
(k)
j ∈I
/ i∈I∪j

I∈Ω

=

1
z

X

(k + 1)

Y

sii .

i∈I 0

I 0 ∈Ω(k+1)

Finally, combining the above results and applying Lemma 4.13, we have
k+1
b
EI S − S(I)
≤
z

X

Y

sii

I 0 ∈Ω(k+1) i∈I 0



n
X Y
k+1 X
≤
sjj 
sii
z
(k)
j=k+1

= (k + 1)

n
X
j=k+1

I∈Ω

i∈I

sjj .


Chapter 4: Randomized Methods for Nyström Subset Selection

72

Because it depends on the inequality in Lemma 4.13, in general the bound for k-fold product
sampling will not be tight. An exception is the degenerate case where S has only k nonzero
diagonal elements, for which both the approximation error and its upper bound will be zero.
Note that when S is diagonal, its eigenvalues are given by s11 , . . . , snn . In this case, the
k-fold product and determinant distributions are equivalent; accordingly, Theorem 4.14
recovers the determinant sampling bound of Theorem 4.9. On the other hand, when S is
not diagonal Schur’s theorem implies that
n
X
i=k+1

λi ≤

n
X

sii ,

i=k+1

and thus the determinant sampling bound will dominate the k-fold product sampling bound.
Like the trace distribution, the k-fold product distribution reduces to uniform when the
diagonal elements of S are normalized to unity. This makes both distributions unavailable
for practical applications involving approximation of normalized matrices. However, when
there is a disparity among the diagonal elements of S, both distributions can be sampled
through the use of Monte Carlo methods. Moreover, given S it is possible to evaluate
the error bounds for each distribution at a computational cost of O(n), and thus we can
determine beforehand which method yields better worst-case error performance.

4.3

Summary

In this chapter, we established theoretical bounds on the error performance of the Nyström
approximation of arbitrary positive semidefinite matrices, under a variety of assumptions
regarding methods for subset selection. We provided a number of upper and lower bounds
for approximation error under uniform sampling, and as well as bounds for two new datadependent distributions: the trace distribution and the k-fold product distribution.
Although there is always room for further refinement, the collection of results presented in
this chapter represents a substantial part of what is achievable given current theoretical
techniques. If we wish to extend these ideas, one approach is to assume additional
constraints on the matrix S. In the next chapter, we examine Nyström approximation
error when S is generated according to particular matrix-variate distributions over the set
of positive definite matrices.

Chapter 5

Nyström Approximation of
Random Matrices
In previous chapters, we developed the Nyström method as an approach to low-rank
approximation of positive semidefinite matrices and established a number of theoretical
results. In particular, we discussed strategies for subset selection and derived corresponding
bounds on the resulting approximation error. In deriving these results, we placed no
restrictions (other than positive semidefiniteness) on the matrix S being approximated. If
we wish to extend these characterizations of the Nyström approximation, a natural approach
is to assume that S is a random matrix drawn from a known probability distribution.
Of course, for such an approach to be fruitful, the distribution in question should be
amenable to analysis and should complement the theoretical properties of the Nyström
approximation. Thus, we will restrict our discussion to matrix-variate distributions that
possess three important properties. First, they should be defined over the set of positive
semidefinite matrices, or some subset thereof. Second, their behavior under the action of
orthogonal transformations should be well-defined and tractable, so that we can extend our
results under arbitrary data labelings and/or coordinate systems, and so we can leverage the
analytical properties of unitarily invariant norms. Third, they should be distributions for
which we can compute statistics of the Schur complement of S, as this quantity is essential
in characterizing the Nyström approximation error.
We begin by defining S as the unnormalized sample covariance of data drawn from a given
multivariate distribution:
n
X
S=
xi xTi = XXT ,
(5.1)
i=1

where X be a p × n matrix whose columns x1 , . . . , xn are independent and identically
distributed (i.i.d.) samples from a p-variate distribution p(x).
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Note that as an outer product, S is now a p × p matrix. By the projection interpretation
b
of the Nyström method, S(I)
will correspond to an outer product of the approximate data
matrix XP, where P is an orthogonal projection onto the subspace of Rn spanned by k
rows (as opposed to columns) of X. In this setting, the results of Chapters 3 and 4 continue
to apply, but with the roles of p and n reversed.
There are several important things to note about S defined as in (5.1). The first is that
when n ≥ p, it can be shown [44] that S is positive definite with probability one. In
general, we will require this condition to ensure that any corresponding probability density
functions are well-defined. Consequently, the distributions we consider in this chapter will
exist over the set of positive definite (as opposed to positive semidefinite) matrices. This
assumption will not turn out to be particularly restrictive, as most of our results will depend
on properties that hold even without the existence of an underlying density function, and
thus our results can be generalized if needed.
If we wish to satisfy the other criteria mentioned above, we will need to consider a
multivariate distribution p(x) that is well behaved under orthogonal transformations and
projections. An obvious starting point is the multivariate normal distribution, as it has
convenient analytical properties under linear transformations. In this case, S defined as in
(5.1) follows the well-known Wishart distribution [36, 45]. In Section 5.1, we present a
number of results for Nyström approximation of Wishart-distributed random matrices.
It will turn out that the Wishart distribution is not the only example of a matrixvariate distribution that admits an analytically tractable characterization of Nyström
approximation error. In Section 5.2 we present results for matrices drawn from the matrix
beta distribution, a generalization of the scalar beta distribution [33]. Both Wishart
matrices (for the case of an identity matrix parameter) and beta matrices are examples
of a broader class of random matrices defined in [46], which are characterized by their
properties under orthogonal transformations and the operation of the Schur complement.
In Section 5.3, we present an approximation result for this general class, referred to as the
set of orthogonally invariant and residual independent matrices (or ORIARIM
for short).

5.1

Wishart Random Matrices

We begin by deriving error results for the Nyström approximation of Wishart matrices. We
refer the reader to Chapter 2 for a definition of the Wishart distribution and its essential
properties. For further discussion of the properties of Wishart matrices, see [33, 36, 37].
b
Let S ∼ Wp (n, Σ) for n ≥ p and Σ  0, and let S(I)
be the the Nyström approximation
of S given a k-subset I ⊆ {1, . . . , p}. Consider the approximation error with respect to the
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trace norm,
b
 ≡ S − S(I)

tr

.

(5.2)

We restrict ourselves to the special case of the trace norm for several reasons. In addition
to being analytically tractable, trace norm dominates all unitarily invariant norms, thus
characterizing worst-case error within this class. Furthermore, it can be shown that
b
 = S − S(I)

tr

= kX − XPk2F ,

where k·kF is the Frobenius norm and P is the Nyström projection. In other words, the
trace norm of the error in the approximation of S is equal to the sum of squared errors in
the approximation of the underlying data matrix X.
Clearly,  as defined in (5.2) is a function of the random matrix S as well as I, n, and Σ.
Thus, depending on what assumptions we make regarding the nature of I, n, and Σ, we can
pose a variety of questions regarding the distribution of . As we proceed, we will focus on
two questions in particular. First, assuming I, n, and Σ are fixed, what are the conditional
statistics of  as a function of the random matrix S? Second, assuming n and Σ are fixed
and given a distribution P (I) from which I is randomly sampled, what are the marginal
statistics of  after we have integrated over P (I)?

5.1.1

Conditional Statistics of Nyström Approximation Error

The question of conditional statistics of the Nyström approximation error is answered by
the following theorem, previously published in [29].

Theorem 5.1 (Wishart conditional error distribution)
b
Let S ∼ Wp (n, Σ) for integer n ≥ p and Σ  0, and let S(I)
be the Nyström
approximation to S given set of k indices I ⊆ {1, . . . , p}. Then, conditioned on I,
n, and Σ, the approximation error in trace norm satisfies
b
 (S | I, n, Σ) ≡ S − S(I)

D

tr

=

p−k
X

λm (ΣI ) γm ,

m=1
D

where = denotes equality in distribution, γ1 , . . . , γp−k are i.i.d. chi-square random
variables with n − k degrees of freedom, and λ1 (ΣI ), . . . , λp−k (ΣI ) are the eigenvalues
of ΣI , the Schur complement of ΣI in Σ.
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Proof. The approximation error is


b
 (S | I, n, Σ) = tr S − S(I)
= tr SI
where SI is the Schur complement of SI in S. By Theorem 2.27, the distribution of SI is
given by

SI ∼ Wp−k n − k, ΣI .
Let ΣI have the spectral decomposition
ΣI = UΛUT ,
where Λ is a (p − k) × (p − k) diagonal matrix containing the eigenvalues of ΣI , and U is
a (p − k) × (p − k) orthogonal matrix containing the corresponding eigenvectors. We have



tr SI = tr SI UUT = tr UT SI U ,
where
UT SI U ∼ Wp−k (n − k, Λ) ,
by the properties of linear transformations of Wishart matrices (Theorem 2.24). Recalling
the definition of the Wishart distribution, it is straightforward to show that if Λ is diagonal,
then the diagonal elements of UT SI U must be independent. Thus, tr SI is distributed
as the sum of p − k independent scaled chi-square random variables (Theorem 2.24), i.e.
p−k
D X
λm (ΣI ) γm ,
tr SI =
m=1

where γ1 , . . . , γn−k are i.i.d. chi-squared variables with n − k degrees of freedom.



Although the density function for a weighted sum of chi-square random variables cannot
be written in closed form, it can be evaluated using a variety of numerical methods [47, 48].
In addition, independence of the chi-squared random variables allows us to compute the
moment-generating function of (S | I, n, Σ), given by
M (t | I, n, Σ) ≡

p−k
Y

 
M λm ΣI t ,

(5.3)

m=1

where M (t) is the moment-generating function of a chi-square random variable with n − k
degrees of freedom, given by
n−k
M (t) = (1 − 2t)− 2 ,
for t < 1/2.
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In the following corollary, we state the mean and variance of the approximation error with
respect to the distribution of S. These moments can be obtained either from (5.3) or by
direct computation via Theorem 5.1.
Corollary 5.2
The mean and variance of (S | I, n, Σ) are given by


E  (S | I, n, Σ) = (n − k)

p−k
X

λm ΣI



m=1

= (n − k) ΣI
and

tr

,

p−k
X


var  (S | I, n, Σ) = 2(n − k)
λ2m ΣI
m=1

= 2(n − k) ΣI

2
F

.

The relationship between the distribution of S and statistics of the Nyström approximation
error is consistent with our intuition regarding Wishart matrices. For instance, it is not
surprising to see that that the matrix parameter of the Wishart distribution is a primary
factor in controlling error performance. We see in Corollary 5.2 that if we want to choose
a subset I that results in a favorable average error over the ensemble of S ∼ Wp (n, Σ),
it is sufficient to choose I such that the error in trace norm between Σ and its Nyström
b
approximation Σ(I)
is low.

5.1.2

Marginal Statistics of Nyström Approximation Error

In Chapter 4, we investigated a number of methods for choosing a subset I ⊆ {1, . . . , p}
upon which to base the Nyström approximation, including randomly sampling I according
to a prescribed mass function. In the context of random subset selection, we may consider
the second question raised earlier: given a random process by which we select I, what are
the marginal statistics of the approximation error  (S | I, n, Σ)?
To begin, let us assume that the mass function depends only on Σ. In this case it is
theoretically possible to compute marginal statistics via iterated expectation, using the
results of Corollary 5.2. The marginal mean is given by


E  (S | n, Σ) = EI E  (S | I, n, Σ) = (n − k) EI ΣI

tr

,

(5.4)
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and the marginal variance is given by



var  (S | n, Σ) = EI var  (S | I, n, Σ) + varI E  (S | I, n, Σ)
= 2(n − k) EI ΣI

2
F

+ (n − k)2 varI ΣI

tr

.

(5.5)

Note that the expectations E(·) and var(·) are evaluated with respect to the distribution
of S, while the expectations EI (·) and varI (·) are evaluated with respect to the probability
mass function of I.
Because of the combinatorial number of Schur complements involved, in general it is difficult
to simplify (5.4) and (5.5) further. One exception is when I is chosen with uniform
probability and Σ is diagonal; in this case we can use the tightness of the uniform sampling
bound of Theorem 4.2 to simplify (5.4), yielding

p−k
E  (S | n, Σ) = (n − k)
tr(Σ).
p

5.1.3

Error Statistics for Spiked Covariance Models

While our results thus far provide some theoretical guidance regarding the Nyström
approximation of Wishart matrices, the combinatorial number of terms involved preclude
a direct evaluation of equations such as those in (5.4) and (5.5). One approach to enabling
a further investigation of these quantities is to assume a simplified model for the Wishart
parameter Σ. Given a subset sampling distribution P (I | Σ), the goal of such a model
would be to allow a tractable evaluation of marginal error statistics in the case of large p.
To this end, we define a simple spiked covariance model where Σ is diagonal and contains
q large values α and p − q small values β, i.e.
Σ = diag{α, . . . , α, β, . . . , β } ,
| {z } | {z }
q

(5.6)

p−q

for α ≥ β ≥ 0 and 0 ≤ q ≤ p. The utility of this model is twofold. First, the spectrum of
the Schur complement can be easily determined, since
ΣI = ΣJ − ΣTIJ Σ−1
I ΣIJ = ΣJ ,
for J = {1, . . . , p}\I. Thus, the eigenvalues of ΣI must be either α or β. Second, the spiked
covariance model will admit an efficient partition of the set of all k-subsets
Ω(k) ≡ {I ⊆ {1, . . . , p} : |I| = k} .
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Since the cardinality of this set is kp , it will be advantageous to divide it into a manageable
number of subsets, according to those I ∈ Ω(k) for which ΣI has similar properties.

Computing Expectations Under the Spiked Covariance Model
Our first task is to use the spiked covariance model to simplify certain functions involving
eigenvalues of the Schur complement. For any I ∈ Ω(k) , let r be the multiplicity of α in ΣI .
Thus,
ΣI = diag{α, . . . , α, β, . . . , β } ,
| {z } | {z }
r

k−r

and
ΣI = ΣJ = diag{α, . . . , α, β, . . . , β } .
| {z } | {z }
q−r

(p−k)−(q−r)

Note that this construction implies r ∈ [rmin , rmax ], where
rmin = max {k − (p − q), 0} ,
rmax = min {q, k} .
Recalling the expectations from Corollary 5.2, we have
p−k
X


E  (S | I, n, Σ) = (n − k)
λm ΣI
m=1


 
= (n − k) (q − r)α + (p − k) − (q − r) β ,
and


var  (S | I, n, Σ) = 2(n − k)

p−k
X

λ2m ΣI



m=1


 
= 2(n − k) (q − r)α2 + (p − k) − (q − r) β 2 .
As all other terms are assumed given, these expressions are essentially functions of r.
Accordingly, we can efficiently compute marginal statistics by partitioning Ω(k) into subsets
for which r is fixed. For each r, the cardinality of the corresponding subset (denoted ηr ) is
equal to the number of possible combinations of α and β, given by
 

q
p−q
ηr =
.
r
k−r
Note that we must make one additional assumption, namely that P (I | Σ)—the sampling
distribution of interest—depends only on the model parameters and varies only as a function
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of r. In other words, there must exist a function f : [rmin , rmax ] → [0, 1] such that
P (I | Σ) = f (r | α, β, k, n, p, q)
for all I ∈ Ω(k) . For notational convenience, we will suppress the dependence on other
parameters and denote this function as simply f (r). We will find that this assumption is
not especially restrictive, as it is satisfied by all of the distributions discussed in Chapter 4.
Also, note that f (r) is not a mass function with respect to the domain of r; rather, f (r)
only sums to unity when weighted by the cardinalities {ηr } for r ∈ [rmin , rmax ].
By combining our results thus far, we can compute the marginal first and second moments
of the approximation error. The marginal expected value is given by
X


E  (S | n, Σ) =
E  (S | I, n, Σ) P (I | Σ)
=

I∈Ω(k)
rX
max


 
ηr (n − k) (q − r)α + (p − k) − (q − r) β f (r).

(5.7)

r=rmin

Noting that the conditional second moment is given by



E 2 (S | I, n, Σ) = var  (S | I, n, Σ) + E2  (S | I, n, Σ) ,
we can express the marginal second moment as
X


E 2 (S | n, Σ) =
var  (S | I, n, Σ) P (I | Σ)
I∈Ω(k)

+

=

X


E2  (S | I, n, Σ) P (I | Σ)

I∈Ω(k)
rX
max


 
ηr 2(n − k) (q − r)α2 + (p − k) − (q − r) β 2 f (r)

r=rmin
rX
max

+


 2
ηr (n − k)2 (q − r)α + (p − k) − (q − r) β f (r).

(5.8)

r=rmin

Finally, given (5.7) and (5.8), we can compute the marginal variance as



var  (S | n, Σ) = E 2 (S | n, Σ) − E2  (S | n, Σ) .
To summarize, we have derived expressions for error statistics of the Nyström approximation
of a Wishart matrix, assuming that the matrix parameter of the Wishart distribution follows
the spiked covariance model of (5.6). Although this model is fairly simple, it allow us to
perform computations that would be intractable except in the case of small matrices.
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Examples for Various Subset Sampling Distributions
We have stated that expressions for marginal error statistics such as those in (5.7) and
(5.8) only hold when the sampling distribution P (I | Σ) can be expressed as a function of r.
Fortunately, all of the sampling distributions discussed in Chapter 4 satisfy this condition.
First, note that the assumption holds trivially for the uniform distribution, as
P (I | Σ) =

1

p
k

is a constant function of r. In the case of the trace distribution, the mass function under
the spiked covariance model can be expressed as
tr (ΣI )
=
I 0 ∈Ω(k) tr (ΣI 0 )

P (I | Σ) = P

rα + (k − r)β

,
(qα + (p − q)β)

p−1
k−1

where we have used the equation for the normalizing constant of the trace distribution
given in (4.8). Finally, note that since Σ is diagonal, the k-fold product and determinant
distributions are equivalent. Their mass function can be expressed as
Q
det (ΣI )
αr β k−r
i∈I σii
Q
P (I | Σ) = P
=P
=
,
z
I 0 ∈Ω(k)
j∈J σjj
I 0 ∈Ω(k) det (ΣI 0 )
where z is the normalizing constant
z=

rX
max

ηr αr β k−r .

r=rmin

In addition to the distributions defined in Chapter 4, we can define an “optimal” distribution
by determining the f (r) that minimizes the expected error in (5.7). Note that this
distribution is not optimal in the sense of minimizing the error between S and its Nyström
approximation; it is only optimal with respect to minimizing average error given knowledge
of the parameter Σ. Consequently, we will refer to it as a Σ-optimal distribution.
To derive a Σ-optimal distribution, first note that the expectation in (5.7) can be written
as the convex combination
rX
max
wr z r ,
r=rmin

where the weights wr = ηr f (r) sum to unity and

 
zr ≡ (n − k) (q − r)α + (p − k) − (q − r) β ,
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for r = rmin , · · · , rmax . Assuming α ≥ β, the sequence {zr } is nonincreasing in r, and thus
this convex combination is minimized when the weights {wr } are zero except for
wrmax = ηrmax f (rmax ) = 1.
Similarly, we see that the expected error is minimized when
(
1
, r = rmax = min{q, k},
f (r) = ηr
0, otherwise.
In other words, a Σ-optimal distribution corresponds to choosing any subset I (for example,
randomly with uniform probability) that maximizes the number of large eigenvalues in SI .
When rmax = k ≤ q, we have

 1q , for all I such that |{σii : i ∈ I, σii = α}| = k,
P (I | Σ) = (k)
0,
otherwise,
and when rmax = q ≤ k, we have

1
 p−q
, for all I such that |{σii : i ∈ I, σii = α}| = q,
(
k−q )
P (I | Σ) =
0,
otherwise.
Given any of the sampling distributions above, we can evaluate the expected error,
mean squared error, and error variance by substituting the corresponding f (r) into the
error expressions derived in the previous section. In Figure 5.1, we show examples
of marginal expected error and marginal error variance given uniform, trace, k-fold
product/determinant, and Σ-optimal sampling as a function of approximation order k,
for a spiked covariance model with p = n = 1000, q = 10, α = 100, and β = 1.
Note that since the expected value of a Wishart matrix increases linearly with its degrees
of freedom, we have normalized the the mean and variance curves in Figure 5.1 by n and
n2 , respectively. Equivalently, these plots can be viewed as corresponding to the Nyström
approximation of a normalized sample covariance, i.e. S ∼ Wp (n, n1 Σ) with E(S) = Σ.
The results shown are consistent with the bounds derived in Chapter 4. As expected,
uniform sampling performs least well in terms of average error, with trace sampling offering
a slight improvement. Sampling using the k-fold product or determinant distributions offers
a more significant improvement in average error performance, though at the cost of a much
higher error variance (for k < 80 or so). Note that the variance of the Σ-optimal sampling
distribution is negligible when compared to other methods, as subset selection is essentially
deterministic, and thus variation in the estimate is due only to the distribution of S.
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Figure 5.1: Normalized marginal expected error (top) and normalized marginal error variance (bottom) as
a function of k for Nyström approximations of Wishart matrices under the spiked covariance model with
p = n = 1000, q = 10, α = 100, and β = 1.
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One way to interpret the relative performance of the different sampling distributions is
to view uniform, trace, and k-fold product/determinant sampling as progressively better
approximations of the Σ-optimal distribution. Each sampling method places increasing
amounts of mass over the optimal support set (the set of all I ∈ Ω(k) that results in a
maximal number of large eigenvalues in SI ), forcing average error performance closer to
that of the Σ-optimal distribution.

5.2

Beta Random Matrices

A key property of Wishart matrices that enabled analysis of the Nyström approximation was
their distribution under Schur complements. Another distribution over the positive definite
matrices with similar properties is the matrix-variate beta distribution. We refer the reader
to Chapter 2 for a definition of the matrix-variate beta distribution and discussion of its
properties.
b
Let S ∼ Bp (a, b) for integer a, b ≥ p/2, and let S(I)
be the Nyström approximation of S
given a k-subset I ⊆ {1, . . . , n}. As in case of Wishart matrices, we may consider conditional
statistics of the error in trace norm when I is assumed known, as well as marginal statistics
when I is drawn from a distribution P (I). However, it will turn out that for beta random
matrices, the approximation and its associated error are independent of I, and thus both
questions can be answered concurrently, as in the following theorem.
Theorem 5.3 (Matrix beta error statistics)
b
Let S ∼ Bp (a, b) for a, b > 21 (p − 1), and let S(I)
be the Nyström approximation to S
given set of k indices I ⊆ {1, . . . , p}. Then the Nyström approximation error
b
 (S | I, a, b) ≡ S − S(I)

tr

is independent of I, and its mean and variance are given by
a0
E ( (S | a, b)) = (p − k) 0
,
a +b

var ( (S | a, b)) = γ 2a0 + 2b (p − k) − γ (p − k)2 ,
where a0 = a − 21 k and
γ=

a0 b
.
(a0 + b)2 (a0 + b + 1)(2a0 + 2b − 1)

Chapter 5: Nyström Approximation of Random Matrices

85

Proof. First, note that by the orthogonal invariance property of the matrix-variate beta
distribution (Theorem 2.29),
D

ΠSΠT = S
b
for any p × p permutation matrix Π. Thus, the distribution of S(I)
is independent of I,
and we may assume I = {1, . . . , k} without loss of generality. The approximation error in
trace norm is

b
= tr SI ,
 (S | I, a, b) = S − S(I)
tr
where the distribution of the Schur complement is

SI ∼ Bp−k a0 , b ,
for a0 = a − 12 k (Theorem 2.29). To compute the expected error, let s̄11 , . . . , s̄p−k,p−k denote
the diagonal elements of SI . We have


E  (S | I, a, b) = E SI

tr

=

p−k
X

E (s̄ii ) = (p − k)

i=1

a0
,
a0 + b

where the final equality follows from the expectation in (2.8). Likewise, using (2.9), we can
compute the second moment of the error as
2



E  (S | I, a, b) =

p−k X
p−k
X

E (s̄ii s̄jj )

i=1 j=1

=

p−k
X
i=1

E

s̄2ii



+

p−k X
X

E (s̄ii s̄jj )

i=1 j6=i


a0 2a02 + 2a0 b + a0 − 1 + 2a0 b
= (p − k) 0
(a + b) (a0 + b + 1) (2a0 + 2b − 1)

a0 2a02 + 2a0 b + a0 − 1
+ (p − k) (p − k − 1) 0
(a + b) (a0 + b + 1) (2a0 + 2b − 1)

2a0 b + a0 (p − k) 2a02 + 2a0 b + a0 − 1
= (p − k)
.
(a0 + b) (a0 + b + 1) (2a0 + 2b − 1)
Finally, computing the variance as



var  (S | I, a, b) = E 2 (S | I, a, b) − E2  (S | I, a, b)
and simplifying terms yields the second result.



Chapter 5: Nyström Approximation of Random Matrices

0.14
0.12

400

Error Variance

Expected Error

500

300
200
100
0

86

0.1
0.08
0.06
0.04
0.02

0

200

400

600

800

1000

0

0

k

200

400

600

800

1000

k

Figure 5.2: Expected error (left) and error variance (right) as a function of k for Nyström approximation of
beta random matrix with p = 1000 and a = b = 500.

Example curves for expected error and error variance as a function of approximation order
k are shown in Figure 5.2 for p = 1000 and a = b = 500. For fixed p, a, and b, Theorem 5.3
predicts an average error that begins at the maximal error
E tr (S) = p

a
a+b

for k = 0, and decreases at a rate that is close to linear in k. This error performance is
not especially surprising, as the expected value of S ∼ Bp (a, b) is a constant multiple of
the identity, and thus we should not expect on average that it will be well represented by
a low-rank approximation for k  n.

5.3

Orthogonally Invariant and Residual Independent
Random Matrices

At the beginning of the chapter, we stated a number of criteria that would be required in
order to analyze the Nyström approximation error of random matrices from a particular
distribution. In addition to being positive definite, we would need the random matrices
in question to have distributions that are tractable under under orthogonal transformation
(especially permutation) and Schur complementation. Thus far, we have presented results
for two types of random matrices that meet these criteria, namely Wishart matrices and
beta random matrices. Of course, one might wonder what other sets of random matrices
admit tractable theoretical analysis under Nyström approximation.
In fact, one can define a general class of random matrices whose distributions satisfy the
aforementioned constraints. We refer to this class as the set of orthogonally invariant
and residual independent matrices (or ORIARIM for short).
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Definition and Properties

First defined in [46], the ORIARIM class includes matrices with identity Wishart, identity
inverse-Wishart, matrix-variate beta, and matrix-variate F distributions, among others. It
is formally defined as follows.

Definition 5.4 (ORIARIM class)
A positive definite p × p random matrix S is a member of the class of orthogonally
invariant and residual independent matrices (ORIARIM ), denoted S ∈ Cp , if
it has the following properties:
D

(1) Orthogonal invariance: if S ∈ Cp , then S = USUT for any p × p orthogonal
matrix U that is independent of S
(2) Residual independence: if S ∈ Cp , then for any decomposition S = TTT where
T is a lower block-triangular matrix (i.e. any block-Cholesky decomposition), the
diagonal blocks of T are independent.

The term “residual independence” refers to an interpretation of the diagonal blocks of T
as residual errors, such as in a least-squares problem. This property can also be viewed
as a generalization of the famed Bartlett decomposition for Wishart matrices [49]. Given
the relationship between approximation error and the Schur complement, it is unsurprising
that there exists a connection between the latter and this notion of residual independence.
The benefits of orthogonal invariance and residual independence are that they imply a
number of additional properties [33, 46], including those stated in following theorem.

Theorem 5.5 (Properties of the ORIARIM class)
For S ∈ Cp , the following statements hold:
(1) For any k-subset I ⊆ {1, . . . , p}, SI ∈ Ck .
(2) The diagonal elements of S are identically (though not necessarily independently)
distributed.
(3) For any k-subset I ⊆ {1, . . . , p}, SI and its Schur complement are independent,
with SI ∈ Cp−k .

Proof. To prove statement (1), first note that the property of orthogonal invariance implies
we may take I = {1, . . . , k} without loss of generality.
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Let S ∈ Cp , and partition S as

S1 S12
,
S= T
S12 S2


where S1 is k × k, S12 is k × (p − k), and S2 is (p − k) × (p − k). Let U be any p × p
orthogonal matrix given by


U1 0
U=
,
(5.9)
0 U2
where U1 and U2 are k × k and (p − k) × (p − k) orthogonal matrices (respectively)
independent of S. We have


 
U1 S1 UT1 U1 S12 UT2 D S1 S12
T
USU =
,
= T
S12 S2
U2 ST12 UT1 U2 S2 UT2
and thus S1 is orthogonally invariant. To show residual independence, let S have the blockCholesky decomposition S = TTT , where


T1 0
T=
,
T12 T2
and the diagonal blocks of T1 and T2 are independent. Thus,


T1 TT1
T1 TT21
S=
,
T12 TT2 T12 TT21 + T2 TT2

(5.10)

and since S1 = T1 TT1 is a block-Cholesky decomposition of S1 with independent diagonal
blocks, S1 is residual independent.
D

To prove statement (2), note that orthogonal invariance implies that ΠSΠT = S for any
p × p permutation matrix Π independent of S. Thus, diagonal elements of S must be
identically distributed.
Finally, to prove statement (3), let S ∈ Cp have a block-Cholesky decomposition as in (5.10).
The Schur complement of S1 in S is
S1 = T21 TT21 + T2 TT2 − T21 TT1 T1 TT1

−1

T1 TT21 .

However, positive definiteness of S implies that S1 is full-rank, and thus
TT1 T1 TT1

−1

T1 = Ik

with probability one. Thus, S1 = T2 TT2 , and this quantity is independent of S1 = T1 TT1 ,
i.e. S1 is residual independent.
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D

In addition, if we define an orthogonal block matrix U as in (5.9), then USUT = S and
−1
S1 = U2 T21 TT21 UT2 + U2 T2 TT2 UT2 − U2 T21 TT1 UT1 U1 T1 TT1 UT1
U1 T1 TT21 UT2
−1
= U2 T21 TT21 UT2 + U2 T2 TT2 UT2 − U2 T21 TT1 T1 TT1
T1 TT21 UT2
= U2 T2 TT2 UT2 .
Consequently, S1 is orthogonally invariant and a member of Cp−k .

5.3.2



Statistics of Nyström Approximation Error

b
Let S ∈ Cp , and let S(I)
be the Nyström approximation of S given a k-subset I ⊆ {1, . . . , n}.
As for previous random matrices, we wish to study the characteristics of the approximation
error in trace norm,
b
.
 (S | I) ≡ S − S(I)
tr
Based on the properties of the ORIARIM class established in the previous section, we can
state the following theorem regarding expected approximation error.

Theorem 5.6 (Expected approximation error for ORIARIM class)
b
Let S be a p × p positive definite matrix, and let S(I)
be the Nyström approximation
to S given set of k indices I ⊆ {1, . . . , p}. Then if S ∈ Cp , the Nyström approximation
error
b
 (S | I) ≡ S − S(I)
tr
is independent of I, and its mean is given by

E  (S) = (p − k) E(s̄),
where s̄ is any diagonal element of the Schur complement of any k × k principal
submatrix in S.

Proof. Let S ∈ Cp . As was argued in the proof of Theorem 5.3, orthogonal invariance of S
b
implies that S(I)
is independent of I, and thus we can take any I ⊆ {1, . . . , p} without loss
of generality.
The Nyström approximation error is
b
 (S | I) = S − S(I)

tr


= tr SI .
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By Theorem 5.5, SI ∈ Cp−k , and the diagonal elements s̄11 , . . . , s̄p−k,p−k of SI are identically
distributed. Thus,

E  (S | I) = E SI tr
=

p−k
X

E (s̄ii )

i=1

= (p − k)E (s̄) ,

where s̄ = s̄ii for any i = 1, . . . , p − k.



We see that similar to the the case of beta random matrices, the property of orthogonal
invariance is both a benefit and a liability; while enabling tractable analysis, it also implies
that the Nyström approximation is invariant to the choice of subset. Consequently, it may
be difficult (or at times, impossible) to find a subset I for which matrices in the ORIARIM
class can be well represented by a low-rank approximation of order k  n.

5.4

Summary

In this chapter we presented a number of theoretical results regarding the low-rank
approximation of random matrices using the Nyström method. For matrices drawn from
the Wishart distribution, we characterized the conditional distribution of the approximation
error in trace norm, and computed some of its moments. In addition, we developed a
simplified covariance model that allowed direct computation of marginal statistics of the
approximation error, given a particular subset sampling distribution. We derived similar
results for the case of matrices drawn from the matrix-variate beta distribution.
A central part of our analysis was understanding the statistics of Schur complements of
various random matrices, an effort that often relied heavily on assumptions of orthogonal
invariance and residual independence. Because of the importance of these properties, it
seems likely that the ORIARIM class represents nearly all random matrices for which these
analyses may be performed. One exception is the set of (non-identity) Wishart matrices,
for which we may rely instead on properties of the underlying normal random vectors.

Chapter 6

Algorithms for Nyström
Approximation
Up to this point, our discussion has focused on developing a substantial body of theoretical
results for the Nyström approximation, including performance bounds for deterministic and
random matrices under various sampling assumptions. However, so far we have said little
about how these results can be applied in practice.
Recall that when invoking the Nyström method, we essentially transform the problem of
low-rank approximation into one of subset selection. Thus, the core practical challenge is
developing and implementing efficient methods for selecting a suitable principal submatrix
upon which to base the approximation. Although a wide variety of approaches to subset
selection can be found throughout the low-rank approximation literature, for the purposes
of this chapter we will divide them into two main categories: randomized methods and
subset optimization methods.
Randomized methods—which were the major focus of Chapter 4—consist of sampling a
subset according to a prescribed or data-dependent probability distribution [18, 20, 50].
Because they typically operate on only a few entries in the matrix to be approximated,
randomized methods often require less computation than other approaches. Also, their
amenability to theoretical analysis means they are frequently accompanied by performance
guarantees, though usually such bounds hold only in expectation or with a fixed probability.
Alternatively, subset optimization methods [51, 52] entail searching through candidate
subsets a manner designed to minimize the difference between the original matrix and
its approximation. Because they attempt to optimize error directly, they can perform quite
well in practice, though typically at much higher computational expense than randomized
methods. Furthermore, optimization methods often are more difficult to analyze, and thus
rarely offer strong performance bounds.
91
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We begin with a brief survey of existing subset selection methods, after which we will explore
a selection of specific algorithms for randomized subset selection and subset optimization.
We also include a discussion of subset oversampling, a general algorithmic technique used
throughout the literature. Finally, we conclude with an investigation of the advantages and
disadvantages of various subset selection approaches, through a series of empirical examples.

6.1

Existing Methods for Subset Selection

In this section we review a selection of existing subset selection methods for low-rank
approximation of positive semidefinite matrices. While not fully exhaustive, this collection
is representative of the breadth of current approaches.

6.1.1

Random Sampling Methods in the Literature

Let X be a p × n matrix whose columns are {x1 , . . . , xn } ⊂ Rp , and let S = XT X be the
corresponding Gram matrix. If we wish to choose a set of k columns from X (or equivalently,
a k × k principal submatrix from S), then the most basic approach—and the most widely
used—is uniform sampling. Though simple, uniform sampling has been used successfully
to implement Nyström approximations for a variety of practical applications [18, 19, 41].
If we want to consider more sophisticated distributions, two general approaches are available
to us. The first approach is to construct a subset by sampling elements from S independently
according to a marginal distribution. For example, in [50], the authors develop a modified
Nyström algorithm based on sampling columns from S (without replacement) according
different mass functions. In addition to uniform sampling, they consider the distributions
pi ∝ kxi k22 = sii and pi ∝ s2ii , where pi is the probability of sampling the i-th column for
i = 1, . . . , n. The authors then determine an optimal low-dimensional subspace within the
b
span of the selected columns, and use this subspace to build a low-rank approximation S.
∗
They prove that if Sk is an optimal k-th order approximation of S, then by sampling at
b such that
least O(k/4 ) columns, one can construct an approximation S
b ≤ S − S∗ , +
S−S
k

n
X

s2ii ,

i=1

in expectation and with high probability, where k·k is the spectral or Frobenius norm.
While independent subset sampling is straightforward to implement and commonly used,
it can fail to take into account important correlations between data vectors that could
provide valuable information about the suitability of their corresponding subspaces. An
alternative approach is to sample an entire subset at once according to a joint distribution.
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For example, recall the determinant distribution discussed in Chapter 4,
det (SI )
.
I 0 ∈Ω(k) det (SI 0 )

P (I | S) = P

(6.1)

This distribution was first proposed in [42] for approximation of general matrices, and later
proven in [20] to achieve rate-optimal expected approximation error (Theorem 4.9).
While joint distributions often perform much better than their marginal counterparts,
sampling from them can be computationally demanding.
For instance, a naive approach

to exact sampling from (6.1) requires computing nk principal minors of S. Consequently,
practical implementations focus on reducing the complexity of sampling methods through
the use of Monte Carlo algorithms or adaptive sampling techniques. We discuss several
such algorithms in Section 6.2.

6.1.2

Subset Optimization Methods in the Literature

An alternative to random selection is to construct a subset iteratively, in a way that
attempts to minimize approximation error. However, as was the case for sampling from
joint distributions over subsets, it usually is combinatorially expensive to determine the
true minimum-error subset. Hence, most optimization algorithms for subset selection pursue
approximate solutions using greedy methods.
An early approach in this vein is [53], in which the authors develop a greedy column selection
algorithm for kernel matrix approximation. It operates by iteratively choosing the column
of X that best characterizes the data; the contribution of this basis vector is then removed
from X, after which following iterations address the residual error.
In the context of Nyström methods, similar optimization algorithms have been developed
in [51, 52, 54]. For example, in [52] the authors propose a greedy subset selection approach
that attempts to optimize

 

+
T
b
tr S(I)
=
tr
S
S
S
,
IJ
IJ
I
J
using a heuristic scheme that tries to maximize orthogonality among {xi : i ∈ I} while
maximizing correlation among {xi : i ∈
/ I}. In Section 6.3, we develop methods that
(k)
b
optimize over I ∈ Ω with respect to a similar cost function, namely tr(S(I)).
Another approach to subset optimization is to choose a subset I that maximizes a given
data-dependent sampling distribution, i.e.

I = arg max P I 0 | S .
I 0 ∈Ω(k)
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In the case of the trace and k-fold product distributions of Chapter 4, this approach selects
I such that SI contains the k largest diagonal elements of S. As determining I in this
manner essentially requires sorting the diagonals of S, it can be performed for a cost of
O(n). Using the general error bound of Theorem 3.12, it is straightforward to show [43]
that the corresponding Nyström approximation satisfies
b
S − S(I)
≤

n
X

sii ,

k+1

for any unitarily invariant norm k·k, where sk+1,k+1 , . . . , snn denote the n − k smallest
diagonal elements of S.
In the case of the determinant distribution, maximizing P (I | S) is much more difficult,
and there currently exist no polynomial-time methods for determining an optimal subset.
However, if a k × k submatrix of maximal determinant can be obtained, then one can
show [20, 55] that the corresponding Nyström approximation satisfies
b
≤ (k + 1) (n − k) λk+1 (S) ,
S − S(I)
for any unitarily invariant norm k·k.
While many computational advances have been made to improve the efficiency of
optimization methods, they still tend to be more expensive than randomized methods,
especially uniform sampling. This reason may explain why such methods appear to be used
less frequently in practice.

6.2

Randomized Methods

In the rest of this chapter, we will forego discussion of independent sampling using marginal
distributions, in the interest of focusing on more sophisticated algorithms for sampling from
joint distributions over indices. In Chapter 4, we established error bounds for random
sampling from a variety of joint distributions. The weakest of these bounds were for subsets
selected according to a uniform distribution,
P (I | S) =

1
.
Ω(k)

The fact that this distribution results in the largest worst-case error is unsurprising, as
its probabilities are independent of the particular matrix to be approximated. However,
uniform sampling has the advantages of being computationally inexpensive and trivial to
implement; as such, we have no need to discuss it further here.
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Other distributions we examined in Chapter 4 include the trace distribution,
tr (SI )
,
J∈Ω(k) tr(SJ )

P (I | S) = P
and the k -fold product distribution,

Q
P (I | S) = P

sii
Q

i∈I

J∈Ω(k)

j∈J

sjj

,

as well as the determinant distribution given in (6.1). As stated earlier, the determinant
distribution results in an expected approximation error that provably rate-optimal. The
trace distribution favors subsets for which tr(SI ) is large, a reasonable approach given that
b
tr(SI ) is a lower bound for tr(S(I)).
We also consider the k-fold product distribution, which
by Hadamard’s inequality can be considered a proxy for the determinant distribution.
Except for cases of very simple and/or highly structured matrices (such as diagonal
matrices), sampling from any of these distributions requires computing probabilities over
a combinatorial number of subsets. In order to use these distributions in approximating
matrices of any significant size, we will have to employ advanced statistical methods.
In the rest of this section we develop specific algorithms based on three well-known Monte
Carlo sampling methods. The first method, rejection sampling, can be used to produce
exact samples from any of the three distributions above, though it requires that we
continue to generate proposal samples until one is accepted. The remaining two methods,
Metropolis-Hastings sampling and Gibbs sampling, generate exact samples only
asymptotically, and thus any real-world implementation necessarily performs approximate
sampling. All three approaches have been well studied in the literature and have seen wide
use in practice. For a detailed introduction to Monte Carlo sampling methods, we direct
the reader to [56, 57].

6.2.1

Rejection Sampling

Imagine we want to sample from a probability density function p(x) over a sample space Ω,
but cannot do so directly; perhaps its functional form is too complicated, or computing its
normalizing constant is too costly. One solution to this problem is rejection sampling.

Review of Rejection Sampling
Assume that we can identify a proposal distribution q(x) over Ω from which we can readily
draw samples, and assume furthermore that we can identify a constant c ≥ 1 for which
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c q(x) ≥ p(x) for all x ∈ Ω, and for which the ratio
α(x) ≡

p(x)
c q(x)

can be easily evaluated. Then, it can be shown that we can obtain a sample from p(x) by
first generating a sample x0 from the proposal distribution q(x), and then accepting this
sample with probability α(x0 ). If the sample is rejected, we must continue generating new
independent samples from q(x) until one is finally accepted.
The unconditional probability of accepting a sample is 1/c, and thus the number of samples
m required follows a geometric distribution with E(m) = c. Accordingly, rejection sampling
is most efficient when q(x) conforms well to p(x), i.e. when c is close to unity.
Although the trace, k-fold product, and determinant distributions are all difficult to sample
from directly, they do contain enough structure to admit effective proposal distributions.
We will focus on a particular class of proposal distributions, which take the form of a
mixture of uniform mass functions.

Rejection Sampling for the Trace and k -fold Product Distributions
Let us begin with the trace and k-fold product distributions. Let S be the n × n positive
semidefinite matrix from which we want to sample, and assume without loss of generality
its diagonals are ordered such that s11 ≥ ·Q
· · ≥ snn . Since the analysis is similar for both
cases, let f (I | S) denote either tr(SI ) or i∈I sii for I ∈ Ω(k) . Also, define the series of
function values
βi ≡ f (i, i + 1, . . . , i + k − 1 | S),
(6.2)
as well as the collection of sets
n
o
Ai ≡ I ∈ Ω(k) : min(I) = i ,

(6.3)

for i = 1, . . . , n − k + 1. It should be obvious that βi is an upper bound of f (I | S) for all
I ∈ Ai . For example, if n = 5 and k = 3,
f (2, 4, 5 | S) ≤ β2 = f (2, 3, 4 | S),
sii . Note that {Ai } forms a partition of Ωk ,


n−i
|Ai | =
,
k−1

for both f (I | S) = tr(SI ) and f (I) =
with

for i = 1, . . . , n − k + 1.

Q

i∈I

Chapter 6: Algorithms for Nyström Approximation

Bound
Trace

0.04

0.02

0

0

10

20

Bound
Product

0.06

Probability

Probability

0.06

97

0.04

0.02

0

30

0

10

Index Set

20

30

Index Set

Figure 6.1: Trace (left) and k-fold product (right) distributions and their corresponding rejection sampling
upper bounds for n = 7 and k = 3, given a random matrix S ∼ Wn (n, In ).

Using the upper bounds provided by {βi }, we can construct the uniform mixture distribution
Q(I | S) =

n−k+1
X

πi U(I | Ai ) ,

i=1

where U(I | Ai ) denotes a uniform distribution over Ai , and the mixture weights are
|Ai | βi

πi = Pn−k+1
j=1

|Aj | βj

n−i
k−1 βi
Pn−k+1 n−j  .
j=1
k−1 βj



=

This distribution has all of the properties needed to be considered a suitable proposal.
First, note that we can easily draw samples from it by selecting an index i according to the
weighting probabilities {πi }, and then drawing a subset uniformly from the corresponding
Ai . Furthermore, if we let
Pn−k+1 n−i 
i=1
k−1 βi
c= P
≥ 1,
I∈Ω(k) f (I | S)
it is easy to verify that c Q(I | S) ≥ P (I | S) for all I ∈ Ω(k) . The resulting acceptance
probability of a proposed sample I 0 is then
α(I 0 ) =

P (I 0 | S)
f (I 0 | S)
=
,
cQ(I 0 | S)
βi1

where i1 = min(I 0 ). An example of the trace and k-fold product distributions along with
their corresponding upper bounds is shown in Figure 6.1, for a low-dimensional case (n = 7,
k = 3) where S is a matrix chosen randomly from Wn (n, In ).
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Rejection Sampling for the Determinant Distribution
We can now develop a rejection sampler for the determinant distribution. Given that
det (SI ) ≤

Y

sii

i∈I

by Hadamard’s inequality, we can use the same proposal for the determinant distribution
as was used for the k-fold product distribution.
Q The parameters {βi } and {Ai } are again
computed as in (6.3) and (6.2) with f (I | S) = i∈I sii . However, the bounding constant is
now given by
Pn−k+1
|Ai | βi
c = P i=1
≥ 1,
I∈Ω(k) det (SI )
and the acceptance probability is
α(I 0 ) =

det (SI 0 )
P (I 0 | S)
=
.
0
cQ(I | S)
βi1

Note that the bounding constant can be decomposed as the product
! P
!
Q
Pn−k+1
Pn−k+1
s
|A
|
β
|A
|
β
(k)
i i
i i
i∈I ii
P i=1
PI∈Ω
= P i=1 Q
,
s
det
(S
)
det
(SI )
(k)
(k)
(k)
ii
I
I∈Ω
I∈Ω
i∈I
I∈Ω
which implies that this approach can be viewed as equivalent to using the k-fold product
distribution itself as the proposal for the determinant distribution. In other words, the
output of the determinant rejection sampler can be interpreted as the output of two
sequential rejection samplers; consequently, one should expect in practice the acceptance
rate can be quite low, as a proposed sample must pass two rejection tests to be accepted.
Nevertheless, this approach is currently the only option available for obtaining an exact
sample from the determinant distribution in the case of large matrices.

Computational Complexity of Rejection Sampling
In terms of computational complexity, it costs O(n) to construct the parameters needed
for the proposal distributions. Once they are stored in memory, sampling is extremely
inexpensive, as is computing the acceptance probabilities. Thus, the average computational
complexity of rejection sampling depends primarily on the expected number of iterations
c. Although c will vary depending on the characteristics of S, P
recall that in the case of the
trace distribution, we can compute the normalizing constant I∈Ω(k) tr (SI ) = n−1
k−1 tr (S)
explicitly, and thus can evaluate c beforehand.
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Algorithm 6.1 : Rejection sampling for Nyström subset selection
input n × n matrix S  0, upper bounds {βi }, mixture weights {wi }, function g(I | S)
loop
sample i1 ∼ {wi } % Sample first index according to mixture weights
sample {i2 , . . . , ik } uniformly from sets with i2 , . . . , ik > i1 % Remaining indices
I ← {i1 } ∪ {i2 , . . . , ik } % This is a sample from proposal Q(I | S)
α ← g(I | S)/βi1 % Compute acceptance probability
if rand < α then
return I % Accept sample
end if
end loop

Since β1 ≥ · · · ≥ βn−k−1 , we can also upper bound c by
Pn−k+1 n−i 
Pn−k+1 n−i 
P
n ki=1 sii
n
i=1
i=1
k−1 β1
k−1 βi
P

≤
=
≤ ,
c=
n−1
tr
(S
)
k
tr
(S)
k
I
I∈Ω(k)
k−1 tr (S)
Consequently, in the case of rejection sampling for the trace distribution, we are guaranteed
that the expected number of samples will grow at a rate no worse than linearly in n.
Recall that in the case where the diagonals of S are normalized to unity, both the trace and
k-fold product distributions reduce to the uniform distribution, and obviously no advanced
sampling methods are necessary. Normalization also implies that the uniform distribution
will serve as the proposal for the determinant distribution.
We summarize our method for rejection sampling in Algorithm 6.1. The upper bounds {βi }
and mixture weights {wi } required as input must be computed using either the trace or
k-fold product form of f (I | S), while the evaluation function g(I | S) corresponds to the
distribution to be sampled (trace, k-fold product, or determinant).

6.2.2

Metropolis-Hastings Sampling

If we are willing to relax our goal of exact sampling, there are a wide variety of approximate
algorithms available to us. Many of them fall under the general heading of Markov
chain Monte Carlo (or MCMC) samplers, so called because they generate samples by
simulating an ergodic Markov chain designed to converge asymptotically to the distribution
of interest. We begin with a widely-used MCMC method known as the Metropolis-Hastings
algorithm.
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Review of Metropolis-Hasting Sampling
As before, assume we there is a density p(x) over a space Ω from which we cannot
sample directly. However, we can evaluate a function p̃(x) ∝ p(x), though the constant
of proportionality may not be known. To employ the Metropolis-Hastings algorithm, we
first define a conditional proposal distribution q(x0 | x) from which we can sample. Then,
given an initial condition x0 , we simulate the following Markov chain for t ∈ {1, 2, . . . }:
(1) Sample x0 from q(x0 | xt−1 ).
(2) Compute the acceptance probability


p̃ (x0 ) q (xt−1 | x0 )
α = min
, 1 .
p̃ (xt−1 ) q (x0 | xt−1 )
(3) Let xt = x0 with probability α; otherwise let xt = xt−1 .
Note that the proposal distribution often is chosen to be symmetric, i.e. q(x0 | x) = q(x | x0 )
for all x, x0 ∈ Ω. In such cases, the Markov chain operates in the following simple way: if
p̃(x0 ) ≥ p̃(xt−1 ) then the proposed sample is always accepted, otherwise it is accepted only
with probability p̃(x0 )/p̃(xt−1 ).
Under certain fairly weak conditions on q(x0 | x), it can be shown [57] that the stationary
distribution of this Markov chain as t → ∞ is equal to p(x). Of course, in reality we cannot
simulate the chain for infinite time. However, we can assume that if we run the chain for
“long enough”, the final sample will have statistical properties reasonably similar to one
obtained from the stationary distribution.
Unfortunately, the question of what constitutes “long enough” is often challenging to answer
in practice. Convergence is a complex function of both the target distribution and the
proposal, and bounding the time until the chain is close to steady state (referred to as the
mixing time) remains an active area of research for many MCMC applications. Intuitively,
if the proposal is too narrow or restrictive relative to the target distribution, exploring the
state space will take a long time; if the proposal is too broad, there may be a very low
acceptance rate.

Metropolis-Hastings Sampling for Nyström Subset Selection
Now, let us return to the problem of sampling k-subsets of {1, . . . , n} according to our three
distributions of interest. Application of the Metropolis-Hastings algorithm to the problem
of Nyström subset selection was first established in [43] for the purpose of sampling from
the determinant distribution.
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Algorithm 6.2 : Metropolis-Hastings sampling for Nyström subset selection [43]
input n × n matrix S  0, initial subset I, iterations m, function g(I | S)
for i = 1 to m do
sample i ∈ I with uniform probability
sample j ∈
/ I with uniform probability
I 0 ← (I ∪ j) \i % Swap i and j to generate proposal
α ← min {g(I 0 | S)/g(I | S), 1} % Compute acceptance probability
if rand < α then
I ← I 0 % Accept proposal with probability α
end if
end for
return I

The authors define a simple proposal distribution that generates I 0 by choosing one index
from I with uniform probability and replacing it with a new (also uniformly random) index.
Proposed subsets are then accepted with probability

α = min


det (SI 0 )
, 1 .
det (SI )

(6.4)

This approach can easily be adapted for sampling from the trace and k-fold
Q product
distributions, simply by replacing the determinants in (6.4) with tr(SI ) or i∈I sii . A
summary of the Metropolis-Hastings method for Nyström subset selection is provided in
Algorithm 6.2, where the evaluation function g(I | S) may refer to the trace, diagonal
product, or determinant of SI , depending on the distribution from which we wish to sample.
There are a number of extensions of this basic algorithm that can potentially improve its
performance, such as incorporating a more sophisticated proposal distribution. One popular
technique is alter the proposal to be a mixture of conditional and independent distributions:


(1 − π) Q1 I 0 | I + πQ2 I 0 ,
where π is some small probability. With probability 1 − π the chain operates normally
according to Q1 (I 0 | I), but occasionally proposes a subset from Q2 (I 0 ) independent of
the current state. This adjustment can prevent the chain from becoming trapped in lowprobability regions of the sample space that may be otherwise difficult to escape.
Although Algorithm 6.2 has been shown to work in practice [20, 43], determining a
theoretical bound on its mixing time remains an open problem. Unfortunately, until further
progress is made in this area, there exists little beyond standard MCMC heuristics to guide
practitioners who wish to use these methods.
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Gibbs Sampling

An alternative to the Metropolis-Hastings algorithm is Gibbs sampling, an MCMC method
that allows us to generate samples from a high-dimensional joint distribution in the case
where we can sample from certain conditional distributions.

Review of Gibbs Sampling
Consider an arbitrary sample space Ω, and assume we have a collection of n random variables
whose joint distribution on Ωn is given by p(x), where x ≡ (x(1) , . . . , x(n) ). Given an initial
condition x0 , we can construct a Gibbs sampler by simulating the following Markov chain
for t ∈ {1, 2, . . . }:
(1) Choose an index i ∈ {1, . . . , n} with uniform probability.
(2) Generate a new sample x0 from the conditional distribution


 (j)
(i)
p xt−1 xt−1 : j 6= i .
(i)

(j)

(3) Let xt = x0 , and let xt

(j)

= xt−1 for all other j 6= i.

As was the case for the Metropolis-Hastings algorithm, it can be shown [57] that the
stationary distribution of this Markov chain as t → ∞ is equal to p(x). Note that instead
of choosing a single index, we can also choose multiple indices—providing we can sample
from the corresponding conditional distributions—and still converge to p(x).

Gibbs Sampling for Nyström Subset Selection
To derive a Gibbs sampler for Nyström subset selection, it will be convenient to define
an embedding of Ω(k) in another space. Let {0, 1}n denote the space of all n-dimensional
binary vectors. Given any x ∈ {0, 1}n , we can generate a unique subset I ⊆ {1, . . . , n} by
viewing each coordinate as an indicator of whether the corresponding index is in I. Thus,
Ω(k) is in one-to-one correspondence with the subset of {0, 1}n given by

P
Bk ≡ x ∈ {0, 1}n : ni=1 xi = k ,
and given any x ∈ Bk , we can recover the equivalent I ∈ Ω(k) via the mapping

H(x) ≡ i ∈ {1, . . . , n} : xi = 1 .
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Let g(I | S) denote any submatrix function such as the trace, diagonal product, or
determinant of SI . We can define a corresponding distribution over {0, 1}n as
(
g (H(x) | S) /z, x ∈ Bk ,
P (x) =
0,
otherwise,
where z is the appropriate normalizing constant.
We can now define a Gibbs sampler for the joint distribution P (x). Assume we have an
existing sample xt−1 ∈ Bk . Given an element or subset of elements of xt−1 , we wish to
define a probability distribution conditioned on the values of the remaining coordinates.
First, note that any one coordinate of xt−1 is deterministic when conditioned on the rest of
the vector, and so we must choose at least two elements of to update at each iteration.
Let us sample two indices j1 and j2 uniformly from {1, . . . , n} such that j1 6= j2 . For
convenience, let s(j1 , j2 ) denote the sum of the remaining elements of xt−1 ,
s(j1 , j2 ) ≡

(i)

X

xt−1 .

i6=j1 ,j2

It should be obvious that s(j1 , j2 ) can take one of only three possible values: k, k − 1, or
(j1 )
(j2 )
k − 2. In the case s(j1 , j2 ) = k we must have xt−1
= xt−1
= 0, and they must remain
at these values in order for any proposed sample to stay in the set Bk . Thus, the next
sample in the chain must be xt = xt−1 . Similarly, when s(j1 , j2 ) = k − 2 we must have
(j1 )
(j2 )
xt−1
= xt−1
= 1, and again the new sample will be xt = xt−1 . Note that since these two
scenarios have no effect on the chain, we have no need to actually simulate them in practice.
(j )

(j )

1
2
When s(j1 , j2 ) = k − 1, we can have either xt−1
= 1 and xt−1
= 0, or vice versa. Likewise,

(j )

(j )

1
2
the new sample xt may be identical to xt−1 , or it may have the values of xt−1
and xt−1
reversed. The conditional probability mass function is

P x

(j1 )

(j2 )

,x


P x(1) , . . . , x(n)



P x(1) , . . . , x(n) \ x(j1 ) , x(j2 )

P x(1) , . . . , x(n)
=
w

 (1)


x , . . . , x(n) \ x(j1 ) , x(j2 ) =

=

g (H(x) | S)
,
zw

where w is a normalizing constant. We can easily compute the combined normalizing
constant zw directly by summing over the two possibilities.
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Algorithm 6.3 : Gibbs sampler for Nyström subset selection
input n × n matrix S  0, initial subset I, iterations m, function g(I | S)
for i = 1 to m do
sample i ∈ I and j ∈
/ I with uniform probability
0
I ← (I ∪ j) \i % Swap i and j to generate proposal
α ← g(I 0 | S)/ (g(I 0 | S) + g(I | S)) % Compute acceptance probability
if rand < α then
I ← I 0 % Accept proposal with probability α
end if
end for
return I

The new sample is given by
(
x0 ,
with probability α,
xt =
xt−1 , with probability 1 − α,
(j )

(6.5)

(j )

1
2
where x0 denotes xt−1 with the values of xt−1
and xt−1
reversed, and

α=

g (H(x0 ) | S)
.
g (H(x0 ) | S) + g (H(xt−1 ) | S)

Note that in the traditional setting for Gibbs sampling where x is a continuous random
variable, each iteration of the Markov chain results in a move with probability one. However,
in the discrete setting where probabilities of individual elements are nonzero, re-drawing
the current state is permissible.
Having established the transition rule in (6.5), we have no further need for an embedding
in {0, 1}n , and instead may deal with the subsets directly. The complete Gibbs sampler
for Nyström subset selection is given in Algorithm 6.3, re-written in terms of operations on
elements of Ω(k) . As before, the evaluation function g(I | S) may refer to any function of a
principal submatrix of S, including those corresponding to the trace, k-fold product, and
determinant distributions.

Convergence of Metropolis-Hasting and Gibbs Sampling
As was the case for the Metropolis-Hastings algorithm, theoretical analysis of the
convergence of Gibbs sampling for Nyström subset selection is challenging and remains
an open problem. However, through simulation we can gain insight for low-dimensional
cases.
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For example, consider the determinant distribution over Ω(k) given an n × n matrix S,
where n = 7 and k = 3. In this case we can easily compute the values of the determinant
distribution, as the size of its support is only |Ω(k) | = nk = 35 elements. We also can
generate approximate samples from the distribution by running a Metropolis-Hastings or
Gibbs sampler for m iterations; by repeating this process ns times, we can use the collection
of independent samples to generate a histogram estimate of the distribution of the Markov
chain at the m-th iteration. Comparing this estimate to the true mass function gives us
some indication of how close the Markov chain is to its stationary distribution after m steps.
The left graph in Figure 6.2 shows the distance (in the sense of Euclidean norm) between
the estimated distributions of each sampler and the stationary distribution as a function of
MCMC iteration, for a random matrix S ∼ Wn (n, In ) (the same realization used to generate
Figure 6.1). To minimize the effect of density estimation we let ns = 106 , and thus variation
in the graph is due primarily to convergence of the approximate sampling. Note that since
each algorithm is initialized with a uniformly random sample, the 0-th iteration error is
equal in expectation to the distance between the stationary distribution and a uniform
distribution over Ω(k) . This distance is indicated by the dotted line on the graph.
From the graph, we see that both algorithms converge very quickly in this low-dimensional
case. Within 15 samples, both approaches have converged to less than 2% of their initial
error, after which point they are close to the margin of error of the histogram estimates, and
have essentially reached steady state. The Metropolis-Hastings sampler converges somewhat
faster, possibly due to the fact that it tends to have higher acceptance rates than the Gibbs
sampler. Repeating the experiment for multiple realizations of S ∼ Wn (n, In ) results in
similar behavior, indicating that Figure 6.2 is typical of this ensemble.
In the right graph in Figure 6.2, we show results for a similar experiment, now with
S = diag{1010 , 1010 , 1010 , 1, 1, 1, 1}. In this case, the determinant distribution is nearly zero
for all I ∈ Ω(k) except I = {1, 2, 3}. Accordingly, we see that the initial error is higher
for both sampling methods, and the rate of convergence is much slower due to the high
probability of rejection.
While these results of these two experiments suggest that we might observe similar
discrepancies in mixing times for larger matrices, our ability to perform similar analyses for
the case of large n is limited. Of course, even though we may not know if the Markov chain
is close to its stationary distribution, experimental results in the literature [20, 43] have
shown that approximate sampling from data-dependent distributions still has a positive
effect. However, developing a general understanding of the classes of matrices for which
these methods converge quickly remains an open problem.
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Figure 6.2: Euclidean distance from Metropolis-Hastings, Gibbs, and uniform distributions to the stationary
distribution as a function of MCMC iterations, for n = 7 and k = 3. Top plot: S ∼ Wn (n, In ). Bottom
plot: S = diag{1010 , 1010 , 1010 , 1, 1, 1, 1}.
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Optimization Methods

In contrast to random sampling methods, Nyström optimization methods attempt to find a
subset by iteratively maximizing or minimizing a specified objective function that is selected
to be indicative of error performance. Approaches have appeared throughout the low-rank
approximation literature [51–53], and often take the form of approximate greedy selection.
Let S be an n × n positive semidefinite matrix, and recall that for any unitarily invariant
norm k·k,


b
b
b
S − S(I)
≤ S − S(I)
= tr S − tr S(I)
.
(6.6)
tr
Thus, if we wish to select the subset that minimizes our worst-case error over all unitarily
invariant norms, (6.6) implies that an optimal subset I ∗ is equivalently given by

b
.
I ∗ = arg max tr S(I)
I∈Ω(k)

b
Unfortunately,
solving this maximization via exhaustive search requires evaluating tr(S(I))

n
for all k subsets. Even if we consider more sophisticated optimization algorithms, there
currently is no evidence to suggest that an exact solution can be found in less than O(n3 )
operations (the cost of optimal low-rank approximation). Alternatively, we can pursue
acceptable error performance at a much lower computational cost by allowing a sub-optimal
solution. We continue by investigating two subset optimization algorithms that pursue
b
approximate maximization of tr(S(I))
using greedy approaches.

6.3.1

Greedy Trace Maximization

We refer to the first algorithm as greedy trace maximization. This approach starts with
the subset I equal to a single index, adding additional indices until a target size of |I| = k
is reached.
Assume we start with an initial index i1 ∈ {1, . . . , n}. Given a new index i2 , we can
b 0 ). Recall from
define the augmented set I 0 = {i1 , i2 } and the Nyström approximation S(I
0
b
Chapter 3 that the eigenvalues (and thus the trace) of S(I ) can be computed at a cost of
O(n) without
actually constructing the approximation. Accordingly, if we wish to evaluate

b 0 ) for all n − 1 potential subsets I 0 = {i1 , i2 }, the total cost is O(n2 ). We can then
tr S(I
choose the best candidate subset and repeat the process.
Continuing in this manner, we can define greedy trace maximization (Algorithm 6.4) as
follows. At each iteration, given a subset It of size t, we search over all n − t indices in
{1, . . . , n}\It . We then define the new subset It+1 by adding the index resulting in the
maximal trace. Repeating this process for k iterations, the cost of the complete algorithm
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Algorithm 6.4 : Greedy trace maximization for Nyström subset selection
input n × n matrix S  0, target subset size kmax , initial index i1 ∈ {1, . . . , n}
I1 ← i1 % Start with singleton
set

b 1)
OptimalTrace ← tr S(I
for k = 2 to kmax do
for all j ∈
/ Ik−1 do
I 0 ← Ik−1 ∪ j % Propose new index set of size k
b 0 )) > OptimalTrace then
if tr(S(I
Ik ← I 0 % Store best index
 found
0
b
OptimalTrace ← tr S(I ) % Store largest trace found
end if
end for
end for
return Ik
scales as O(n2 ). Note that we have not specified a method for choosing the initial index;
a reasonable approach would be to choose the one corresponding to the largest diagonal
element.
b
Recalling that the computational cost of constructing S(I)
is also O(n2 ), we see that for
fixed k, the complexity of subset selection via greedy trace maximization is on the same
order as the Nyström approximation itself. However, in cases where we we only require the
Nyström eigenvalues and/or eigenvectors, this additional cost may be undesirable, especially
when compared to much simpler algorithms such as uniformly random sampling.
One way to reduce the computational burden of greedy trace maximization is to employ
a “probabilistic speedup” as described in [53], where instead of examining all n − t of the
potential indices we could add at each iteration, we consider only a randomly selected set
of dβ(n − t)e indices for some β ∈ (0, 1). Empirical results suggest that using this method,
one can obtain satisfactory error performance even when β is very small, such as only a
few percent. We examine the empirical performance of greedy trace maximization further
in Section 6.5.

6.3.2

Iterative Trace Ascent

The second algorithm we will discuss is iterative trace ascent, which—as the name
suggests—chooses a new subset at each iteration according to a greedy heuristic, until a
local optimum is reached.
Assuming that we are given an initial k-subset I ∈ Ω(k) , the algorithm repeats the following
steps at each iteration:
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Algorithm 6.5 : Iterative trace ascent for Nyström subset selection
input n × n matrix S  0, initial subset
 I
0
b
Iopt ← I, OptimalTrace ← tr S(I )
loop
for all i ∈ I and j ∈
/ I do
0
I ← (I ∪ j)\i % Swap i and j to generate proposal
b 0 )) ≥ OptimalTrace then
if tr(S(I
Iopt ← I 0 % Store best index so far

b 0 ) % Store largest trace so far
OptimalTrace ← tr S(I
end if
end for
if I 6= Iopt then
I ← Iopt % If index set has changed, continue ascent
else
return I % Set unchanged; local maximum has been reached
end if
end loop

(1) For all indices i ∈ I and j ∈
/ I, construct a proposed subset I 0 by substituting j for i.
(2) Out of all k(n − k) proposed subsets, replace I with the one that yields the largest
b 0 )).
value of tr(S(I

As detailed in Algorithm 6.5, this process is repeated until no proposed subset yields a
b
larger value of tr(S(I)),
indicating that a local optimum has been reached. Alternatively,
we may specify stopping criteria such as a maximum number of iterations and/or a minimum
required improvement in the trace.
As for greedy trace maximization, the cost of each trace ascent iteration scales as O(n2 )
for fixed k. As before, we can reduce this computational cost by considering fewer proposal
sets. We define the “accelerated” version of the algorithm as the case where we only allow
dβ(n − t)e randomly chosen indices not in I to be swapped in, for β ∈ (0, 1).
Although its computational cost is the highest of any methods discussed thus far, iterative
trace ascent has a unique advantage, namely that it can be applied subsequent to any
other method to further boost performance. If we use the output of any other algorithm
as the initial condition for Algorithm 6.5, the second subset is guaranteed to exhibit error
performance as good or better than the first. Despite this potential benefit, in very highdimensional cases where we only require the eigenvalues and/or eigenvectors of the Nyström
approximation, iterative trace ascent may be too expensive to consider.
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Subset Oversampling

The final algorithm we will discuss is not a method for subset selection, but rather a general
technique that can be applied in conjunction with any of the aforementioned algorithms.
A persistent theme throughout our discussion has been that the performance of the Nyström
approximation depends heavily on the subset size k, and thus in practical applications it
often is advisable to make k as large as computational constraints allow. However, often
k represents the dimension of some subspace of interest, and is determined by application
parameters such as an underlying signal model. How can we improve approximation error
(particularly if additional computational resources are available) when k is fixed?
In these cases, a common approach [19, 41] is to perform the Nyström approximation for
0
some k 0 ≥ k, where k 0 is chosen to be as large as possible. After selecting a subset I ∈ Ω(k )
and computing the Nyström eigenvalues and eigenvectors, we keep only those eigenvectors
corresponding to the top k eigenvalues. We refer to this approach as oversampling, and
to the ratio k 0 /k as the oversampling factor.
It is important to note that if we reconstruct an approximation using only the k principal
Nyström components, the resulting matrix typically is not a Nyström approximation of S.
However, it is an optimal low-rank approximation of one, and as such, we can show that
its error performance is improved over that of a comparable Nyström approximation.

Theorem 6.1 (Dominance of Nyström oversampling)
Let S be an n × n positive semidefinite matrix, and let I and I 0 be subsets of {1, . . . , n}
with k and k 0 elements respectively, such that I ⊆ I 0 . Then the Nyström approximations
b
b 0 ) satisfy
S(I)
and S(I
b
,
S − S∗ (I 0 ) tr ≤ S − S(I)
tr
b 0 ).
where S∗k (I 0 ) denotes an optimal k-th order approximation of S(I

Proof. By Theorem 3.4 (existence of the Nyström projection), let X be a p × n matrix and
b
let P and P0 be p × p orthogonal projection matrices such that S = XT X, S(I)
= XT PX,
T 0
0
0
0
0
b
and S(I ) = X P X. Note that I ⊆ I implies R (P) ⊂ R (P ) and PP = P.
e = P0 X, and let {u1 , . . . , up } ⊂ Rp denote the left singular vectors of X,
e arranged in
Let X
descending order according to the magnitudes of their corresponding singular values. Also,
define Q to be the p × p orthogonal projection matrix whose range is
R (Q) = span {u1 , . . . , uk } ,
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and note that QP0 = Q since R (Q) ⊂ R (P0 ). From Theorem 2.20, an optimal k-th order
b 0 ) can be written as
approximation of S(I
e T QX
e = XT QX.
S∗k (I 0 ) = X
Consequently,
b
S − S(I)

tr



= tr XT X − tr XT PX ,

and
S − S∗k (I 0 )

tr



= tr XT X − tr XT QX ,

T
T
b
and thus kS − S∗k (I 0 )ktr ≤ kS − S(I)k
tr if and only if tr(X QX) ≥ tr(X PX). By a similar
b 0) = X
eTX
e implies that
argument, optimality of Q with respect to the approximation of S(I



e T QX
e ≥ tr X
e T PX
e ,
tr X
e = XT QX and X
e T PX
e = XT PX, we
e T QX
for any rank-k orthogonal projection P. Since X
have
tr(XT QX) ≥ tr(XT PX),
and the result holds.



Theorem 6.1 states that given a k-subset I ∈ Ω(k) , we can always maintain or improve
error performance by sampling additional indices, and then only retaining the k principal
components of the approximation. Consequently, an effective strategy when k is fixed is to
employ oversampling with a factor as large as computational constraints permit.
Given that we have proposed a variety of subset selection methods with very different
computational costs, oversampling presents an interesting tradeoff when resources are fixed:
should we choose a basic subset selection method (such as uniform sampling) so that our
computational budget permits a larger oversampling factor, or choose a more sophisticated
method with a smaller oversampling factor? In the next section, we examine these tradeoffs
through a series of experimental studies.

6.5

Empirical Comparisons

We conclude the chapter by examining the empirical performance of different approaches
when applied to simulated data from a particular model. These studies will help us better
understand the strengths and weaknesses of the various algorithms we have discussed.
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Nyström Subspaces and Approximation Performance

In most of our results in previous chapters, we focused on the relationship between the
b
approximation order k and properties of S and S(I).
However, realize that other factors
beyond rank affect the quality of the Nyström approximation.
Consider the following two cases of a rank-k matrix. For the first case, let S = XT X,
where X is a k × n matrix of i.i.d. standard normal random variables. For the second,
let S be an n × n matrix whose leading k × k principal submatrix is full rank, but whose
other elements are all equal to zero. In the first case, rank(SI ) = k with probability one
for any k-subset I ⊆ {1, . . . , n}, and thus any method will result in a perfect Nyström
approximation of S. In the second case, though, there is only one rank-k submatrix
 of S,
n
and thus a data-independent method such as uniform sampling has only a one in k chance
of succeeding.
Another way to compare these two scenarios
is in terms of range spaces of Nyström

projections. In the first case above, all nk Nyström subspaces are identical, while in the
second case, all but one of the subspaces are collapsed. In this sense, we can equate the
problem of finding a suitable subset with one of finding a suitable Nyström subspace, and
we can characterize the inherent difficulty of approximating S by examining how similar
its Nyström subspaces are to one another and to an optimal low-dimensional subspace.
Although a rigorous theoretical analysis of these kinds of geometric relationships can be
quite challenging, we can begin to understand them empirically by employing a carefully
designed generative model.

6.5.2

Dirichlet-Weighted Linear Model

For the remainder of the chapter, we will assume that S = XT X where X is a p × n random
matrix generated according to the following model. For p ≥ n, let {b1 , . . . , bk } be a set of
k linearly independent basis vectors in Rp , and let the columns of X be given by
xi =

k
X

aij bj + wi ,

(6.7)

i=1

where w1 , . . . , wn are i.i.d. vectors from Np (0, σ 2 Ip ) and {aij } are a set of nonnegative
P
weights such that ki=1 aij = 1 for all j = 1, . . . , n. In matrix form,
X = BA + W,
where B is a p × k whose columns are the basis vectors, A is a k × n nonnegative matrix
whose columns sum to unity, and W is p × n matrix of i.i.d. N (0, σ 2 ) random variables.
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Thus,
S = XT X = AT BT BA + WT BA + AT BT W + WT W,
where the rank of AT BT BA is at most k. When σ 2 is small with respect to the norms of
A and B,
S ≈ AT BT BA,
and S is well approximated as a low-rank matrix. However, the difficulty in constructing
such an approximation depends on the characteristics of A. For example, if A is sparse,
then each of the columns of BA depend on only few basis vectors, and we must choose
columns judiciously from X if we want the range of the Nyström projection to be close to
the span of {b1 , . . . , bk }. On the other hand, if A mixes the columns of B equitably, then
the basis set is well represented (relative to the contribution of the noise) by any k-subset
of columns of X.
We can control the influence of A by assuming its columns are drawn independently from
the k-dimensional symmetric Dirichlet distribution. Let ∆k denote the open unit
k-simplex in Rk , i.e.
n
o
Pk−1
∆k ≡ x ⊂ Rk : x > 0, i=1
xi < 1 .
We say that a random vector x ∈ ∆k has symmetric Dirichlet distribution with parameter
α > 0, denoted x ∼ Dirk (α), if its probability density function is given by
k

Γ (kα) Y α−1
Dirk (x | α) = k
xi .
Γ (α)

(6.8)

i=1

As the elements in its support are positive and sum to unity, Dirk (x | α) can be viewed as
a distribution over the set of k-element probability mass functions. From (6.8), we can see
that when α = 1, Dirk (x | α) reduces to a uniform distribution over ∆k . When α ∈ (0, 1),
probability mass concentrates at the corners of the simplex, and the distribution favors
vectors with disparate elements; alternatively, when α > 1, probability mass concentrates
near the center of the simplex, and the distribution favors vectors that are closer to the
uniform mass function over {1, . . . , k}.
Let a1 , . . . , an be i.i.d. vectors from Dirk (α), and let a1j , . . . , akj denote the elements of aj
for j = 1, . . . , n. For random weights with this distribution, we refer to a data matrix X
defined as in (6.7) as coming from a Dirichlet-weighted linear model with parameters
α, σ 2 , and {b1 , . . . , bk }. In light of earlier discussions, one should expect that when σ 2 is
small with respect to the norms of {b1 , . . . , bk }, the subset selection problem will become
comparatively less challenging as α increases, and more challenging as α tends toward zero.
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Experimental Results

To compare the performance of various methods, we examined the approximation of Gram
matrices of vectors generated according to a Dirichlet-weighted linear model. For all
simulations, we fixed the model parameters n = p = 1000, k = 10, and σ 2 = 10−6 .

Error for Optimal Low-Rank Approximation
Note that when σ 2 is small, an optimal low-rank approximation corresponds to an
orthogonal projection onto the subspace spanned by the basis vectors. Consequently,
the approximation error is characterized by the projection of the noise matrix onto the
orthogonal complement of span{b1 , . . . , bk }. Recalling the distribution of products of
normal random matrices under orthogonal projection (Theorem 2.26), we can show that the
error matrix is distributed as Wn−k (p − k, In−k ). Thus, the expected value of the optimal
error in trace norm is
E S − S∗k

tr

= (n − k)(p − k)σ 2 = 0.9801.

Comparison of Standard Methods
For the first set of simulations, we replicated the following experiment over a range of values
of the Dirichlet parameter α. To begin, we selected a basis set {b1 , . . . , bk } randomly with
uniform probability from the set of all k-vector orthonormal bases in Rp . Given a value of α,
we generated a corresponding Dirichlet-weighted data matrix X, and computed Nyström
approximations of S = XT X using k-subsets chosen according to each subset selection
method. To measure performance, we calculated the difference between each method’s
approximation error in trace norm and the expected error of an optimal approximation.
In Figure 6.3, we show the average error performance and its standard deviation over 1000
experimental trials, for values of α ranging from 0.1 to 1.0. The methods compared were
uniform sampling, trace sampling, k-fold product sampling, determinant sampling, greedy
trace maximization, and iterative trace ascent. Trace, k-fold product, and determinant
sampling were performed using the Metropolis-Hastings algorithm in Section 6.2.2 with
100k = 1000 iterations, and we used the accelerated versions of greedy trace maximization
and iterative trace ascent, with a speedup parameter of β = 0.03 (i.e. only 3% of proposed
subsets were considered). Also, iterative trace ascent was initialized using a uniformly
random subset, and the maximum number of ascent iterations was limited to 2k.
The results shown are consistent with previous discussion. As expected, the collective
performance of the random sampling methods is inferior to that of both subset optimization

Chapter 6: Algorithms for Nyström Approximation

115

80
Uniform
Trace
Product
Determinant
Greedy
Ascent

Expected Error − Optimal Error

70
60
50
40
30
20
10
0
0.1

0.2

0.3

0.4

0.5

α

0.6

0.7

0.8

0.9

1

35
Uniform
Trace
Product
Determinant
Greedy
Ascent

Standard Deviation of Error

30

25

20

15

10

5

0
0.1

0.2

0.3

0.4

0.5

α

0.6

0.7

0.8

0.9

1

Figure 6.3: Difference between expected and optimal error (top) and standard deviation of error (bottom)
in trace norm for various subset selection methods.
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methods. Uniform, trace, and k-fold product sampling perform comparably, while
determinant sampling performs nearly as well as iterative trace ascent.
As a function of α, the general error trends support our intuition regarding the Dirichlet
model. Algorithms such as uniform, trace, and k-fold product sampling that only depend
on the diagonals of S are less able to avoid degenerate subspaces, and thus smaller values of
α result in higher average errors and larger error variances. On the other hand, algorithms
like determinant sampling and the optimization methods are attentive to the difference
between subspaces, and thus are less affected by the value of α.
Regarding greedy trace maximization and iterative trace ascent, we see that both methods
perform well despite a low value of β. Despite its higher computational cost, iterative trace
ascent performs less well than the greedy approach; one factor may be that it is initialized
using uniform sampling, the least effective random method.

Comparison of Oversampled Methods
In Figure 6.4, we show the results of a similar set of experiments, using the oversampled
versions of each method with an oversampling factor of 2 (k 0 = 20). We see that
oversampling produces significant improvements in error performance all methods. Overall,
the average error for an oversampled method was between 5% and 20% of the error of its
standard counterpart, and the standard deviation of the error was reduced by similar factor.

Comparison Given a Fixed Computational Budget
One issue with the results shown in Figures 6.3 and 6.4 is that they obscure extreme
differences in the computational complexity of the methods considered. To make a more
equitable comparison, we can adjust the parameters of each algorithm so that their running
times are approximately equal.
For a third experiment, we examined the performance of oversampled versions of each
method using the same data model as in previous experiments. We also kept the same
algorithm parameters (β = 0.03, k 0 = 20) for greedy trace maximization, the bestperforming approach in the previous experiment. We then altered parameters of the other
algorithms so that all methods required approximately the same amount of computation.
Because the cost of uniform sampling is negligible compared to all other methods, it was
allowed an oversampling factor of 35. Trace, k-fold product, and determinant sampling
were performed using the same MCMC approach as before, but with oversampling factors
of 5, 5, and 3.5, respectively. Also, we performed iterative trace ascent using a speedup
parameter of β = 0.004 and an oversampling factor of 2. With these parameter values,
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Figure 6.4: Difference between expected and optimal error (top) and standard deviation of error (bottom)
in trace norm for various oversampled subset selection methods (k0 = 20).
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the computation required by each algorithm is within about 15% of the average across all
methods and trials.
Figure 6.5 shows the average performance and its standard deviation over 1000 trials. We
see that under a limited computational budget, performance results are essentially reversed
from those of Figure 6.4: the optimization methods performed less well than the datadependent sampling methods, which in turn performed less well than uniform sampling.
Note that the ordering of the methods in terms of performance is the same as the ordering
given by their oversampling factors, which suggests that when compared to other aspects,
oversampling has the most dominant effect on error performance.

6.6

Summary

In this chapter, we developed a number of algorithms for practical implementation of
Nyström methods. In the context of randomized methods, we introduced a series of rejection
samplers for exact sampling from the trace, k-fold product, and determinant distributions.
We also discussed Metropolis-Hastings and Gibbs sampling algorithms for approximate
sampling from these data-dependent distributions.
As alternatives to these randomized methods, we introduced two subset optimization
approaches: greedy trace maximization and iterative trace ascent. We also examined subset
oversampling, a general technique that can be applied in conjunction with any of the other
algorithms we discussed.
To compare the empirical performance of the methods in this chapter, we developed a
linear data model with Dirichlet-distributed weights. This model allowed us to study
approximation error as a function of the Dirichlet parameter, which in some sense controlled
the “difficulty” of the subset selection problem. We saw that without correcting for
computational cost, the randomized methods were dominated by subset selection using
determinant sampling, which in turn was dominated by the subset optimization approaches.
However, when we incorporated subset oversampling and imposed an overall computational
budget, these relationships were reversed.
Overall, there are two lessons we may draw from the empirical examples in this chapter.
The first is that whenever computation permits, subset oversampling can be combined with
other algorithmic approaches to realize substantial improvements in error performance. The
second is that when computation is limited, it may be more advantageous simply to use
uniform sampling for subset selection, while devoting any additional resources to increasing
the oversampling factor instead of pursuing more complex sampling methods.
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in trace norm for various oversampled subset selection methods under fixed computational constraints.

Chapter 7

Low-Rank Covariance Estimation
The need to estimate the covariance matrix of a random vector given observed data arises in
many areas of traditional signal processing, including beamforming [58], speech processing
[59], and source separation [60]. For many of these applications, the main purpose of
covariance matrix estimation is to determine the principal subspace containing some signal
of interest, inevitably requiring spectral analysis of the estimated covariance.
Two challenges commonly arise in these types of problems. The first is that as
computational power and data storage capacity continue to grow, practitioners often wish
to consider signals of increasing size and dimensionality, and thus the O(n3 ) cost of spectral
decomposition quickly leads to computational difficulties. The second challenge is that the
eigenvalues and eigenvectors the sample covariance matrix are known to be be poor estimates
of the true eigenvalues and eigenvectors, especially when operating in high dimensions with
limited observations [61, 62]. In particular, the sample eigenvalues have been shown to
be over-dispersed, and many efforts have focused on developing shrinkage estimators that
provide better estimates of the true spectrum [63, 64].
Although algorithms have been proposed for efficient spectral decomposition as well as for
improved eigenvalue estimation, there exist few approaches that address these challenges
concurrently. However, the computational advantages and spectral properties of the
Nyström approximation make it particularly well suited as a joint solution. To this end, we
will develop a Nyström covariance estimator that is not only computationally efficient,
but also shrinks the eigenvalues of the sample covariance.
We begin with a brief review of the properties of the sample covariance and a survey of
established covariance shrinkage techniques. We then develop the Nyström approximation
as a covariance estimator and study some of its error characteristics. We conclude with
examples of the use the Nyström covariance estimator in two practical applications: adaptive
beamforming and image denoising.
120
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Review of Covariance Estimation

Let X be an p × n matrix whose columns x1 , . . . , xn are i.i.d. samples from an unknown
distribution p(x). Throughout the chapter we will assume that p(x) has zero mean and a
finite second moment, i.e. E(xi ) = 0 and E(xi xTi ) = Σ for i = 1, . . . , n.
The basic problem of covariance estimation is straightforward: given x1 , . . . , xn , we wish
b that is a function of the observed vectors. As
to construct an estimator of Σ (denoted Σ)
b is itself a random quantity, and thus estimator performance
a function of random data, Σ
will be best understood through a study of its statistical properties. In particular, we will
be concerned with the bias matrix

b ,
B≡Σ−E Σ
and the mean squared error (MSE)
2

b ,
≡E Σ−Σ
where k · k is a suitable matrix norm. A common choice of norm is the Frobenius norm,
defined for an m × n matrix A as
v
um n
q
uX X

kAkF = t
[A]2ij = tr AT A ,
i=1 i=1

This norm is used throughout the covariance estimation literature [64, 65], and will be the
primary one featured in our analysis.
In most cases, a “good” estimator will be identified with minimal bias and a low MSE.
However, depending on the application, we may need to balance raw error performance with
other desirable qualities. In our discussion we will be primarily concerned with estimators
whose eigenvalues have two important properties: first, they can be efficiently computed,
and second, they are effective estimators of the true eigenvalues of Σ.

7.1.1

The Sample Covariance

The most common covariance matrix estimator is the sample covariance
n

S=

1X
1
xi xTi = XXT .
n
n
i=1
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This estimator has many favorable qualities that make it a popular choice among
practitioners. It is fairly efficient to compute at a cost of O(p2 n), and when x1 , . . . , xn
are i.i.d. samples from Np (0, Σ), its statistical properties are described by the Wishart
distribution (discussed in detail in Chapter 5), i.e.

S ∼ Wp


1
n, Σ .
n

In the normal case, S is also the maximum-likelihood estimator for Σ, i.e.

S = arg max
Σ

n
Y

Np (xi | 0, Σ) .

i=1

Finally, it can be shown that the sample covariance is an unbiased estimator of Σ, and its
MSE with respect to the Frobenius norm is given by
ML (Σ) ≡



1
tr Σ2 + tr2 Σ .
n

Despite its convenient analytical and computational properties, there are characteristics of S
that make it unsuitable for certain applications. For example, if n ≤ p, then S is guaranteed
to be rank-deficient. Even if we have prior reason to believe that Σ is invertible, its estimate
will not be.
Even more troublesome are the spectral properties of S. Let λ1 (S), . . . , λp (S) denote the
eigenvalues of S in nonincreasing order. For fixed p and large n, the sample eigenvalues are
reasonable estimators of the true eigenvalues of Σ, and it can be shown [66] that as n → ∞
with p fixed, λi (S) converges almost surely to λi (Σ) for i = 1, . . . , p. However, when p is
allowed to grow with n (keeping the ratio n/p fixed), many results suggest that the sample
eigenvalues will be very poor estimators of the true eigenvalues. We continue by reviewing
a selection of such results.

7.1.2

Behavior of the Sample Eigenvalues

One of the most renowned characterizations of the spectral properties of the sample
covariance is the Marčkenko-Pastur law [61]. An analogue of the Wigner semicircle
law [67] that describes the eigenvalues of certain sets of random symmetric matrices, the
Marčenko-Pastur law describes the convergence of the empirical distribution of the sample
eigenvalues as p and n tend to infinity with n/p fixed. We state it here for the case of i.i.d.
unit normal random variables, though it can be shown to hold more generally [68].

Chapter 7: Low-Rank Covariance Estimation

123

Theorem 7.1 (Marčenko-Pastur law [61])
For p ≥ n, let X be a p × n matrix whose columns x1 , . . . , xn are i.i.d. random samples
from Np (0, Ip ). Define the sample covariance S = n1 XXT and the empirical cumulative
distribution function
p
1X
b
G(t) ≡
I (λi (S) ≤ t) .
p
i=1

a.s.
b
If p and n tend to infinity with n/p → γ ≥ 1, then G(t)
→ G(t), where the limiting
d
density g(t) = dt G(t) is given by

g(t) =
1

with a = 1 − γ − 2

2

γ p
(b − t)(a − t),
2πt
1

and b = 1 + γ − 2

2

a ≤ t ≤ b,

.

We refer to the limiting density g(t) is as the Marčenko-Pastur distribution. Examples
of g(t) for selected values of γ are shown in Figure 7.1.
The Marčenko-Pastur law shows us that even asymptotically as n → ∞, the eigenvalues of
S will never converge to unity as long as n/p remains fixed. Rather, all λi (S) for i = 1, . . . , p
are constrained to lie the interval




1 2
1 2
1 − γ − 2 ≤ λi (S) ≤ 1 + γ − 2 .
The width of this interval grows with decreasing γ, with the covariance becoming more
ill-conditioned as γ → 1. For γ = 1, although S is still guaranteed to be nonsingular with
probability one, its eigenvalues can be arbitrarily small with nonzero probability. In other
words, even though we may be able to invert the sample covariance, the error in this inverse
(with respect to the spectral norm, for example) can be arbitrarily large.
One of the things that makes intuition offered by the Marčenko-Pastur law extremely
applicable in practice is that asymptotic behavior of the sample eigenvalues begins to appear
even at small values of p and n. Figure 7.2 shows the empirical cumulative distribution of
the eigenvalues of a sample covariance of unit normal data for p = n = 20. Even for this
small sample size, the empirical distribution is already close to the limit predicted by G(t)
for γ = 1.
Since its initial publication, the Marčenko-Pastur law has been rediscovered and extended
many times [62, 69, 70]. These results, supported by widespread empirical evidence, point
to the over-dispersion of sample eigenvalues as a general phenomenon.
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Figure 7.1: Examples of the Marčenko-Pastur distribution for γ = 1, γ = 4, and γ = 10.
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Rp (p = n = 20), along with the CDF G(t) predicted by the Marčenko-Pastur law for γ = 1.
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Shrinkage Covariance Estimators

As a general concept, shrinkage refers to the act of incorporating side information as a
way to improve the performance of an estimator. In the context of covariance estimation,
shrinkage involves compensating for the known over-dispersion of the eigenvalues of the
sample covariance to improve error performance and numerical stability.
One common approach to covariance shrinkage is to preserve the eigenvectors of the sample
covariance, but alter the sample eigenvalues in a way that improves error performance with
respect to a given loss function [63,71]. For example, in [71], the authors derive a shrinkage
estimator, that minimizes worst-case error with respect to the loss function



b | Σ = tr ΣΣ
b −1 − log det ΣΣ
b −1 − p.
L Σ
b by preserving the eigenvectors of the sample covariance
The resulting estimator constructs Σ
and altering its eigenvalues according to

b =
λi Σ


n
λi S ,
n + p + 1 − 2i

for i = 1, . . . , p. Although shrinkage estimators of this form often come with analytical
guarantees regarding error performance, they do so at the cost of operating on the spectral
decomposition of S directly. Consequently, such estimators are intractable for large data
sets.
b as a linear combination of S and a known
Another approach is to construct the estimate Σ
positive definite matrix [64, 72]. For example, the Ledoit-Wolf estimator of [64] takes the
form
b = αS + βIp ,
Σ
where the optimal shrinkage coefficients α, β ≥ 0 are given by
(α∗ , β ∗ ) = arg min k(αS + βIp ) − Σk2F .
(α,β)

Since the optimal coefficients can only be obtained analytically in the case where Σ is
known, the authors instead develop consistent estimators for α and β based on the data.
In general, linear shrinkage estimators have lower computational demands than those that
operate on the eigenvalues of S directly, and have the added benefit of ensuring that S is
invertible for n ≤ p.
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The Nystrom Covariance Estimator

One of the most common motivations for estimating an unknown covariance is to determine
its principal components. However, we have shown that in cases where the number of
samples n is significantly larger than the dimension p of the data, the spectrum of the sample
covariance will be over-dispersed, resulting in poor estimates of the principal eigenvalues.
While many shrinkage-style covariance estimators have been proposed to address this issue,
they can be quite expensive to implement, ranging in cost from O(p2 n) for linear estimators
to O(p3 ) for estimators that operate on the sample eigenvalues directly. Even if we opt for
a less expensive solution such as the Ledoit-Wolf estimator, once the shrinkage estimate has
been computed, we still must pay O(p3 ) if we wish to obtain its eigenvalues and eigenvectors.
Alternatively, we can combine shrinkage and spectral decomposition into a single step
using the Nyström approximation, resulting in a fast low-rank covariance estimator whose
principal components are inexpensive to compute. To this end we propose the Nyström
covariance estimator, defined as follows.

Definition 7.2 (Nyström covariance estimator)
Let X be a p × n matrix whose columns x1 , . . . , xn are i.i.d. random vectors such that
E(xi ) = 0 and E(xi xTi ) = Σ for i = 1, . . . , n. Let r1 , . . . , rp denote the rows of X.
Given a k-subset I ⊆ {1, . . . , p}, we define the Nyström covariance estimator of Σ as
1
b
S(I)
≡ XPXT ,
n
where P represents an orthogonal projection onto the subspace of Rn spanned by the
set of vectors {ri : i ∈ I}.

b
Like all Nyström approximations, S(I)
is a function of an index set I ⊆ {1, . . . , p}, and thus
error performance will be conditional on the specific index set chosen. Although viewed
here as an estimator of Σ, the Nyström covariance estimator could equally be interpreted
as the low-rank Nyström approximation of the sample covariance S—hence the notation
b
b
b
S(I)
as opposed to Σ(I).
(To be consistent with previous chapters, we reserve Σ(I)
to
denote the Nyström approximation of Σ.)
b
One also could argue that S(I)
should be defined instead as an estimator of an optimal
b
low-rank estimate of Σ, denoted Σ∗k . However, defining S(I)
as an estimator of Σ will
make theoretical analysis much more tractable. In addition, if we wish to make equitable
comparisons among different subset selection methods or alternative low-rank covariance
estimators, we can do so by regarding Σ − Σ∗k as fixed.
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Error Statistics

Assume now that the columns of X are drawn independently from a p-variate normal
distribution with zero mean and covariance Σ  0. In this case, we can derive analytical
expressions for the bias and expected square error of the Nyström covariance estimator.

Bias of Nyström Covariance Estimator
b
We begin by computing the expected value of S(I)
for the case where X is a normal random
matrix. Given this result, a formula for the bias matrix follows as a corollary.

Theorem 7.3 (Expected value of Nyström covariance estimator)
Let X be a p × n matrix whose columns x1 , . . . , xn are i.i.d. random samples from
b
Np (0, Σ). Let S(I)
be the Nyström covariance estimator of Σ given a k-subset
I ⊆ {1, . . . , p}, and define J = {1, . . . , p} \ I. Then,
h
i
b
E S(I)
= [Σ]ij
ij

for all (i, j) ∈
/ J × J, and
h

b
E S(I)

i
J

=

k
n − k T −1
ΣJ +
ΣIJ ΣJ ΣIJ .
n
n

Proof. As in previous proofs, we may let I = {1, . . . , k} and J = {k + 1, . . . , p} without loss
of generality. Partitioning X as
 
Y
X=
,
(7.1)
Z
the Nyström covariance estimate is given by

1
1 YYT
T
b
S = XPX =
n
n ZYT
where
P ≡ YT YYT

−1


YZT
,
ZPZT

Y

n
is an orthogonal projection onto the k-dimensional
subspace

 of R spanned1 by the
 rowsTof
T
T
T
1
1
Y. By construction, we have E n YY = ΣI , E n YZ = ΣIJ , and E n ZY = ΣIJ ,

and thus we need only compute E n1 ZPZT .
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Next, consider the nested expectation


E(ZPZT ) = EY E(ZPZT | Y) .
Using standard properties of the conditional distributions of normal random vectors, one
can show that
Z | Y ∼ Np−k×n (MZ|Y , ΣZ|Y , In ),
(7.2)
−1
T
where MZ|Y = ΣTIJ Σ−1
I Y and ΣZ|Y = ΣJ − ΣIJ ΣI ΣIJ .

To continue, we apply a result from [33, Theorem 2.3.5], which states that for a normal
random matrix X ∼ Np×n (M, Σ, Ψ) and an arbitrary n × n matrix A (independent of X),


E XAXT = tr AT Ψ Σ + MAMT .
Letting A = P and substituting the distribution in (7.2), we have


E(ZPZT ) = EY E(ZPZT | Y)



−1
T −1
T
= EY k ΣJ − ΣTIJ Σ−1
I ΣIJ + ΣIJ ΣI YPY ΣI ΣIJ
= kΣJ + (n − k)ΣTIJ Σ−1
I ΣIJ ,
where the final equality follows from the fact that EY (YPYT ) = nΣI . Dividing by n yields
the result.


Corollary 7.4 (Bias of Nyström covariance estimator)
Let X be a p × n matrix whose columns x1 , . . . , xn are i.i.d. random samples from
b
Np (0, Σ). Let S(I)
be the Nyström covariance estimator of Σ given a k-subset
I ⊆ {1, . . . , p}, and define J = {1, . . . , p} \ I. Then the bias matrix

b
B = Σ − E S(I)
satisfies [B]ij = 0 for all (i, j) ∈
/ J × J, and
BJ =


n−k
n−k 
ΣI =
ΣJ − ΣTIJ Σ−1
J ΣIJ .
n
n

b
Thus, S(I)
is a biased estimator of Σ, except in the case where the Schur complement
ΣI = 0. Recalling the perfect reconstruction property of the Nyström approximation
b
(Theorem 3.5), we see that S(I)
is unbiased if and only if Σ and its Nyström approximation
are of equal rank.
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Mean Squared Error of Nyström Covariance Estimator
b
Given the expression for the expected value of S(I),
we can also compute its mean squared
error with respect to the Frobenius norm, given in the following theorem.
Theorem 7.5 (Mean squared error of Nyström covariance estimator)
Let X be a p × n matrix whose columns x1 , . . . , xn are i.i.d. random samples from
b
Np (0, Σ). Let S(I)
be the Nyström covariance estimator of Σ given a k-subset
I ⊆ {1, . . . , p}, and define J = {1, . . . , p} \ I. Then the mean square error of the
Nyström covariance estimator in Frobenius norm is
b
E Σ − S(I)

2
F

i
n−k h
2
2
−
tr
(n
−
k
−
1)tr
Σ
Σ
I
I
n2
i
(n − k)2 h
2
= ML (Σ) +
Σ
−

Σ
,
I
ML
I
F
n2

= ML (Σ) +

where ML (Σ) is the mean square error of the sample covariance estimator, given by
ML (Σ) ≡



1
tr Σ2 + tr2 Σ ,
n


and ML ΣI is the mean square error of the sample covariance estimator of the Schur
complement, given by

ML ΣI ≡

i
1 h
2
tr ΣI + tr2 ΣI .
n−k

Proof. Let I = {1, . . . , k} and J = {k + 1, . . . , p} without loss of generality. The MSE in
Frobenius norm is
b
E Σ − S(I)

2
F

2
1
= E Σ − XPXT
F
" n
T 
#
1
1
T
T
= E tr Σ − XPX
Σ − XPX
n
n



 


1
1
2
T
T
T
= tr Σ − 2 tr Σ E
XPX
+ tr E
XPX XPX
.
n
n2

From Theorem 7.3, we have

E

1
XPXT
n





ΣI
=
ΣTIJ


ΣIJ
,
(n−k) T
−1
k
n ΣJ +
n ΣIJ ΣI ΣIJ

(7.3)
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and thus





1
T
tr Σ E
= tr Σ2I + 2 tr ΣIJ ΣTIJ
XPX
n
 (n − k)

k
+ tr Σ2J +
tr ΣJ ΣTIJ Σ−1
I ΣIJ .
n
n

To compute E n12 XPXT XPXT , let X be partitioned as in (7.1), so that




tr XPXT XPXT = tr YYT YYT + 2 tr YZT ZYT + tr ZPZT ZPZT .

(7.4)

(7.5)

We can evaluate the expectation of each term using a result from [33, Theorem 2.3.8], which
states that for X ∼ Np×n (M, Σ, Ψ), if A, B, and C are independent n × n, p × p, and n × n
matrices (respectively), then


E XAXT BXCXT = tr ΨCT ΨAT tr (BΣ) Σ + tr (AΨ) tr (CΨ) ΣBΣ

+ tr AΨCT Ψ ΣBT Σ + tr (ΨC) MAMT BΣ

+ MAΨCT MT BT Σ + tr AMT BMCΨ Σ
+ tr (BΣ) MAΨCMT + ΣBT MAT ΨCMT
+ tr (AΨ) ΣBMCMT + MAMT BMCMT .
We can compute the first term in (7.5) by applying this formula directly; for the remaining
two terms, we must use iterated expectation as we did in the proof of Theorem 7.3.
Evaluating these expectations yields




E tr YYT YYT = n2 + n tr Σ2I + n tr2 ΣI ,





E tr YZT ZYT = n2 + n tr ΣIJ ΣTIJ + n tr ΣI tr ΣJ ,





2
E tr ZPZT ZPZT = k 2 + k tr ΣI + k tr2 ΣI + 2n k + 1 tr ΣI R





+ 2n k + 1 tr ΣI tr(R) + n2 + n tr R2 + k tr2 R ,

(7.6)
(7.7)
(7.8)

where
R ≡ ΣTIJ Σ−1
I ΣIJ .
Substituting (7.4) and (7.6)–(7.8) into (7.3) and simplifying terms yields the result.



Discussion of Error Results
Let us take a moment to discuss the implications of Theorem 7.5 for the performance of
the Nyström covariance estimator. First, consider the scenario where Σ = Ip .
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In this case, ΣI = Ip−k for all k-subsets I ⊆ {1, . . . , p}, and thus
b
E Σ − S(I)

2
F

= ML (Σ) +


n−k 
(n − k − 1)(p − k) − (p − k)2
2
n

= ML (Σ) +

(n − k)(p − k)(n − p − 1)
,
n2

(7.9)

where ML (Σ) = (p2 + p)/n. Since the second term in (7.9) is negative if and only if
n − p − 1 < 0, we see that when estimating the identity covariance, the Nyström estimator
achieves better error performance than the sample covariance whenever n ≤ p.
This behavior may seem a bit surprising, especially when noting that with probability
one, the sample covariance is of rank n, while the Nyström estimator is only of rank
k ≤ n. However, eigenvalue results such as the Marčenko-Pastur theorem indicate that
in this regime the sample covariance will be overdispersed; its largest eigenvalues will be
several times larger than unity, while its smallest (nonzero) eigenvalues will be close to zero.
Even though the Nyström estimator has fewer nonzero eigenvalues than does the sample
covariance, the shrinkage it provides on these eigenvalues compensates for its lower rank,
resulting in better overall error.
For general matrices, we can derive a lower bound for the mean squared error as follows.
First, note that for any p × p positive semidefinite matrix S with eigenvalues λ1 , . . . , λp , the
Cauchy-Schwarz inequality implies that
"
tr2 (S) =

p
X

#2
λi I(λi 6= 0)

i=1

"
≤

p
X
i=1

λ2i

#" p
X

#

I2 (λi 6= 0) = tr S2 rank(S).

i=1

For S = ΣI , substituting this bound for into the error expression in Theorem 7.5 yields
b
E Σ − S(I)

2
F

≥ ML (Σ) +

i
n−k h
2
2
2
(n
−
k
−
1)tr
Σ
−
tr
Σ
rank
Σ
I
I
I
n2

= ML (Σ) +

(n − k)(n − p − 1)
2
tr ΣI ,
2
n

2
where rank ΣI = p − k. Thus, in the general case, n ≤ p is a necessary condition for the
mean squared error of the Nyström covariance estimator to be less than that of the sample
covariance.

These interpretations of Theorem 7.5 suggest that in practice, the Nyström covariance
estimator may be well suited to a “large p, small n” framework. We will examine this
hypothesis further through empirical comparisons later in the chapter.
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Eigenvalue Shrinkage

We have indicated that the error performance of the Nyström covariance estimator is derived
from its ability to shrink the over-dispersed eigenvalues of the sample covariance. Using
Weyl’s inequalities, we can show that for any choice of subset, the Nyström covariance
estimator is guaranteed to shrink the sample eigenvalues towards zero.
Theorem 7.6 (Shrinkage property of Nyström covariance estimator)
b
Let S  0 be a p × p sample covariance matrix, and let S(I)
be the corresponding
Nyström covariance estimator given a k-subset I ⊆ {1, . . . , p}. Then,


b
λi S(I)
≤ λi S ,
for all i = 1, . . . , p.

Proof. Recall from Chapter 2 that by Weyl’s eigenvalue inequalities, E  0 implies


b
b
λi S(I)
+ E ≥ λi S(I)
for i = 1, . . . , p. Letting I = {1, . . . , k} and J = {k + 1, . . . , p} without loss of generality,
define


0 0
b
.
E ≡ S − S(I) =
0 SI
Since the Schur complement is positive semidefinite, we have
b
S = S(I)
+ E,
where E  0, and thus the result holds.

7.2.3



Computational Properties

Let X be a p × n matrix whose columns are a series of n data vectors in Rp , and define
b
the sample covariance S = n1 XXT . Because the Nyström covariance estimator S(I)
is
essentially a k-th order Nyström approximation of the sample covariance, given S it can
be computed for an additional cost of O(p2 ). Moreover, recall that the cost of computing
b
the eigenvalues and eigenvectors of S(I)
scales as O(p), compared to O(p3 ) for traditional
eigenvalue computation.
However, if all we want are the k principal eigenvalues and eigenvectors of Σ—and have no
need for a full estimate of Σ itself—then the Nyström covariance estimator can provide
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us with further computational savings. Recall from Chapter 3 that given a k-subset
b
I ⊆ {1, . . . , n}, the eigenvalues and eigenvectors of S(I)
depend only on the matrices
T
T
1
1
SI = n XI: XI: and SIJ = n XI: XJ: , where J = {1, . . . , n}\I. For fixed k, computing these
matrices requires O(n) and O(pn) operations respectively, and thus the total complexity
of determining k principal components of Σ is dominated by O(pn). Since the cost of
computing S is typically O(p2 n), these results imply a significant gain in computational
efficiency, particularly when p is large or when analysis of principal components needs to
be repeated many times.
Furthermore, as the data dimension p grows large, it is often not the case that that sample
size n grows correspondingly large, such that we might expect the sample covariance to
exhibit satisfactory error performance. Rather, in many cases we can expect to have n < p,
and thus some sort of shrinkage estimation will be essential when estimating principal
components. In this framework the combination of the Nyström covariance estimator’s
shrinkage properties and favorable computational cost suggest it will be very effective.

7.3

Example Application: Adaptive Beamforming

We conclude this chapter with two examples of the use of Nyström covariance estimation
in practical applications. For our first example, we examine a problem in the field of array
signal processing, which concerns the joint processing of signals received by arrays of
sensors arranged in a given spatial configuration. In particular, we consider the problem
of beamforming [73–76], which involves tailoring of the array signal response (or “beam
pattern”) to improve one’s ability to receive a desired signal.

7.3.1

Narrowband Beamforming Model

We adopt a standard beamforming model, illustrated in Figure 7.3. Consider a collection of
p sensing elements, which sample an incoming plane-wave signal at discrete time intervals.
We assume the signal of interest is narrowband (i.e. its frequency content is restricted to
a small interval around a given carrier frequency fc ), and that the sensors are placed in a
straight line with equal spacing, a configuration referred to as a uniform linear array.
To avoid aliasing in the spatial sampling of the signal, we assume an element spacing of
d = λc /2, where λc is the carrier wavelength. In addition, let θ denote the angle between
the wave’s direction of propagation and a vector normal to the array, referred to as the
angle of arrival.
We represent the signal of interest by its “complex envelope”, a complex-valued function that
characterizes the signal’s deviation from the amplitude and phase of the carrier tone. Let
z(t) ∈ C denote the complex envelope of the signal at the t-th sample time, for t ∈ {1, 2, . . . }.
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narrowband plane-wave signal

q

…
uniform linear array of p sensors

d = l/2

Figure 7.3: A simple narrowband beamforming model.

Arranging the signal response for all array elements into a vector, the total received signal
(disregarding noise) is a(θ)z(t), where a(θ) ∈ Cp represents the amplitude change and phase
delay at each sensor as a function of the angle of arrival. We assume a constant amplitude
response across all elements, and for convenience, let the phase response at the first element
be zero. Noting that the time delay between successive elements is sin(θ)/(2fc ), we have
[a(θ)]i = e−jπ(i−1) sin(θ) ,
for i = 1, . . . , p, where j =

√

−1.

Now, let us assume that instead of just one signal, there are k ≤ p incoming signals
z1 (t), . . . , zm (t). However, only one of these signals—say, z1 (t)—is of interest to us, and
thus all others are considered interference. At the t-th sample time, the total received
signal (referred to in the beamforming literature as a “snapshot”) is
x(t) =

k
X

a(θi ) zi (t) + n(t),

(7.10)

i=1

where t ∈ {1, 2, . . . }, θi is the angle of arrival of the i-th signal, and n(t) ∈ Cp is additive
noise.
In this context, the classical narrowband beamforming problem is defined as follows: given
a collection of n snapshots {x(1), . . . , x(n)}, determine a weight vector w ∈ Cp such that
the output of the linear filter (or “beamformer”)
ẑ1 (t) ≡ wHx(t)
is a good estimator of z1 (t). In practice, our choice of weight vector will depend on a
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variety of factors, including our assumptions about statistics of the signals and noise, and
the criteria by which we judge ẑ1 (t) to be a “good” estimator of z1 (t).

7.3.2

Low-Rank Beamforming Using the Nyström Covariance Estimator

If we take “good” to mean that the mean squared error of z1 (t) − ẑ1 (t) is small, then we
can define an optimal beamformer as
2
wopt ≡ minp E z1 (t) − wHx(t) .

(7.11)

w∈C

For our purposes, we will assume that given the narrowband beamforming model in (7.10),
the signals z1 (t), . . . , zm (t) and the noise n(t) are stationary zero-mean Gaussian random
processes that are statistically independent across time samples. In this case, it can be
shown [76, 77] that if

Σ = E x(t) xH(t)
=

k
X

σi2 a (θi ) aH (θi ) + σn2 Ip ,

i=1

where σi2 is the power of the i-th signal and σn2 is the noise power, then a solution of (7.11)
is given by
wopt = Σ−1 a (θ1 ) σ12 ,

(7.12)

where σ12 = E z12 (t) . Unfortunately, there are a number of barriers to realizing this
optimal beamformer in practice. Even if our modeling assumptions hold, we need to know
the power σ12 and angle of arrival θ1 of the signal of interest, as well as the covariances of
the interference and noise.
Let us assume for a moment that we know σ12 and θ1 . We could then approximate Σ by
the sample covariance
n

S=

1X
x(t) xH(t),
n
t=1

given a collection of n observations. Although this approach will recover the optimal
beamformer as n → ∞, in practice the number of samples is bounded, and any assumption
of stationarity regarding the signal and interference usually is valid only over a limited time
window. This issue is especially problematic when the number of elements p is large, as we
may not have enough samples for S to be well-conditioned (or even invertible). As a result,
direct substitution of the sample covariance into (7.12) is rarely an acceptable solution.
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One alternative is to replace S with a low-rank approximation [75, 78–80]. For example,
consider the optimal rank-m approximation
S∗k = Uk Λk UH
k,
b and Uk
where Λk is a k × k diagonal matrix containing the k largest eigenvalues of Σ,
is a p × k matrix containing the corresponding eigenvectors. We can define a “projection
beamformer” (denoted wproj ) by approximating (7.12) as
wproj ≡ S∗k

+

a(θ1 ) σ12 ,

(7.13)

where
S∗k

+

H
= Uk Λ−1
k Uk .

Consequently, the filter output is
ẑ1 (t) = wH
proj x(t)
= σ12 aH(θ1 ) S∗k
=
=

+

x(t)

H
H
σ12 aH(θ1 ) Uk Λ−1
k Uk Uk Uk x(t)
+
σ12 aH(θ1 ) S∗k Px(t),

where P ≡ Um UH
m is an orthogonal projection onto the m-dimensional principal subspace
of S.
Thus, the projection beamformer maps the incoming signal onto a low-rank subspace, and
then approximates the behavior of optimal beamformer within this space. If the range of
P is close to the span of {a(θ1 )z1 (t), . . . , a(θm )zm (t)}, any signal power lost in the low-rank
projection will be largely due to noise, thus improving overall estimation performance. Of
course, the effectiveness of this approach in practice depends on the powers of the signal
and interference relative to the noise, as well as the sample size.
The projection beamformer in (7.13) presents an excellent opportunity to apply the Nyström
b
covariance estimator. Substituting S(I)
for the optimal low-rank approximation of the
sample covariance, we define the “Nyström beamformer” (denoted wNyst ) as
+
b
wNyst ≡ S(I)
a(θ1 ) σ12 ,

(7.14)

given a k-subset I ⊆ {1, . . . , p}. In contrast to to the projection beamformer, the Nyström
beamformer characterizes the signal covariance only over a subset of k ≤ p sensors in the
array; the rest of the covariance is inferred as a function of observed correlations between
elements in this subset and the remaining sensors. The goal of this approach is to achieve
performance comparable to that of the projection beamformer, while realizing significant
reductions in computational cost.
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Experimental Results

To compare the performance of various beamforming approaches, we simulated a uniform
linear array with p = 100. We considered a case with k = 7 signals, where the angle of
arrival of desired signal was 10 degrees and the six interference signals had angles of arrival
of −65, −30, −25, 30, 45, and 60 degrees, respectively. For all experiments, we assumed a
constant noise variance of σn2 = 1 and a constant interference-to-noise ratio (INR) of 20 dB.
Given a signal-to-noise ratio (SNR) for the desired signal, we studied the performance of each
method as a function of the number of snapshots n. Our primary measure of performance
was the signal to interference and noise ratio (SINR) of the estimated signal, defined
as
Pn
|ẑ1 (t)|2
SINR = Pn t=1
,
Hz(t)|2
|w
t=1
where ẑ1 (t) = wHx(t) and z(t) is the sum of the received interference and noise at the t-th
sample time,
m
X
z(t) ≡
a(θi )zi (t) + n(t).
i=2

Figure 7.4 shows the performance of various beamformers for three different SNR levels
(−10, 10, and 30 dB). For each beamformer, we plot the SINR in dB as a function of the
number of snapshots, averaged over 1000 experimental trials. Note that the horizontal axis
is measured on a logarithmic scale, ranging from n = 10 to n = 104 samples.
Results are shown for projection beamformer in (7.13) and the Nyström beamformer in
(7.14), where the latter is computed using a uniformly random k-subset I ⊆ {1, . . . , p}. For
comparison, we include two approximations of the optimal beamformer: one where we have
replaced Σ in (7.12) with the sample covariance, and another where we have substituted
the Ledoit-Wolf covariance estimator of [64]. We also show an upper bound given by the
theoretical SINR of the optimal beamformer,
SINRopt =

E wH
opt x(t)

2

E wH
opt z(t)

2

=

wH
opt Σwopt
wH
opt Σz wopt

,


where Σz = E z(t) zH(t) is the covariance of the interference plus noise.
In the low-SNR case (−10 dB), the SINR performance of the Nyström beamformer is
comparable to that of the projection beamformer, with the former trailing the latter by
a margin of 0.4 to 1.6 dB. Moreover, this minor degradation in performance buys us a
significant reduction in computation; for values of n up to around 300, beamforming using
the Nyström method requires only about 10% of the computation time needed for projection
beamforming using the spectral decomposition.
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Figure 7.4: SINR as a function of number of snapshots for various beamforming approaches, given an INR
of 20 dB and SNR values of −10 dB (top), 10 dB (middle), and 30 dB (bottom).
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As n grows large (with p fixed), the computational advantages of the Nyström method
become somewhat less dramatic, as the cost of beamforming becomes dominated by the
covariance calculation as opposed to the spectral analysis step. However, for n = 104
the Nyström method still requires only about half of the computational resources of its
projection-based counterpart.
Both low-rank methods perform considerably better than beamforming using the sample
and Ledoit-Wolf covariance estimators. We see that the sample covariance beamformer
(which is undefined until the sample covariance becomes invertible at n = 100 snapshots)
exhibits the poorest performance, which is consistent with our previous discussions
regarding the over-dispersion of its eigenvalues. The shrinkage provided by the LedoitWolf estimator improves the conditioning of the sample covariance, resulting in improved
SINR performance. However, the Ledoit-Wolf estimator is still inferior to both low-rank
methods for values of n approximately less than 4000. This performance can be regarded
as especially lacking when considering that it is the most expensive of the four methods.
In the medium-SNR (10 dB) and high-SNR (20 dB) cases, we observe performance trends
similar to the low-SNR case. At an SNR of 10 dB, the SINR performance of the Nyström
beamformer lags behind that of the projection beamformer by a margin of 0.06 to 1.4 dB.
At an SNR of 20 dB, the difference is minor (less than 0.15 dB) across all values of n. In
both cases, the SINR performance of the Ledoit-Wolf and sample covariance estimators is
consistently about 10 to 20 dB less than that of the low-rank methods.

7.4

Example Application: Image Denoising

For our second example of an application for Nyström covariance estimation, we consider
the problem of image denoising [81–83]. Let z ∈ Rm represent an 8-bit grayscale image
with m pixels, where each element zi ∈ {0, . . . , 255} is the intensity of the i-th image pixel
for i = 1, . . . , m. Assume that we obtain a noisy version of this image,
x = z + n,

where n ∼ Nm 0, σ 2 Im . Given x, we wish to compute an estimate ẑ of the clean image z.
Many approaches to image denoising involve computing local decompositions of the noisy
signal over sets of nearby pixels (referred to as image “patches”). We will pursue a denoising
solution based on principal components analysis (PCA) of groups of patches, which will
require estimating and then decomposing local covariance matrices. Although the processing
of individual covariance matrices will not present a computational challenge, a typical image
may comprise a large number of patches. Consequently, these computations will need to
be repeated many times, and we will be able to achieve computational gains by performing
PCA using the Nyström covariance estimator in lieu of the sample covariance.
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Subspace Estimation for Image Denoising

We begin by developing a simple image model that will allow us to perform denoising as
a subspace estimation problem. Since natural images often possess a high degree of local
similarity, a common assumption in image processing is that given a spatially proximate
set of pixels, there exists some transformation under which these pixels admit a sparse
representation [81, 84]. Let us partition z into q sub-vectors z1 , . . . , zq , where each zi ∈ Rp
is a local set of p pixels (referred to as a “patch”), with m = p q. The observed image
patches are
x i = z i + ni ,

where ni ∼ Np 0, σ 2 Ip for i = 1, . . . , q. Assume now that each patch zi is restricted to a
subspace of dimension ki ≤ p, which we denote Si . In this case, it can be shown [85] that a
linear least-squares estimator of zi given xi is
ẑi ≡ Pi xi = zi + Pi ni

(7.15)

where Pi represents an orthogonal projection onto Si . This estimator preserves zi , while
removing all noise except for the component in the signal subspace.
In practice, we typically will not have access to the subspaces S1 , . . . , Sq , and thus they must
be estimated from the noisy image. Consider a set of n noisy patches {xi : i ∈ I}, which
lie within a region of the image defined by a set of n patch indices I ⊆ {1, . . . , q}. If the
patches in this region have similar signal characteristics—perhaps due to spatial proximity,
or because they represent similar objects or textures—then we may assume that all Si are
equal for i ∈ I. This assumption allows us to estimate the subspaces from the ki principal
components of the sample covariance matrix
S=

1X
xi xTi .
n
i∈I

Note that in practice the subspace dimension is also unknown and may vary across
regions. To address this problem, one may attempt to solve the rank estimation problem of
determining ki from the noisy image. However, for our simple example we set ki to a fixed
value across all images.
By repeating the component analysis for all regions, we can obtain a full set of projection
matrices for computing the image estimate. We will refer to image estimation as in (7.15)
where the projections are estimated from the principal components of sample covariances
as the PCA image denoiser.
Depending on the size of the image, estimating the full set of orthogonal projections for
PCA denoising can require computing and then decomposing or inverting a large number of
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Figure 7.5: Standard 512 × 512 test images for image denoising experiments. In order from left to right:
lena, boats, peppers, and barbara.

covariance matrices. Consequently, we may realize significant improvements in computation
by replacing the sample covariance with a Nyström covariance estimate, which we will refer
to as the Nyström image denoiser.
Although we have defined both approaches for disjoint image patches and regions, one may
want to allow for some amount of overlap among these sets. This modification increases the
number of available samples, while also mitigating some of the artifacts that occur at patch
boundaries. While commonly used in practice [81, 82], note that allowing for overlapping
patches is not technically consistent with independence assumptions of our additive noise
model. It also increases computation, both because of the additional number of patches,
and because estimated patches may need to be reweighted before they are combined.

7.4.2

Experimental Results

To compare the PCA and Nyström image denoisers, we examined their performance when
applied to a selection of standard and high-resolution test images. Our primary measure of
performance is the peak signal-to-noise ratio (PSNR) of the estimated image, a standard
metric used throughout the image processing literature. The PSNR of the denoised image
ẑ is defined as
2
zmax
PSNR =
,
kẑ − zk2
where zmax denotes the maximum allowable pixel value (in our case, 255).
Results for Standard Test Images
We began by denoising the four standard 512 × 512 test images shown in Figure 7.5. After
generating noisy versions of each image for noise levels of σ = 5, 20, and 50, we attempted to
reconstruct the original image using the PCA and Nyström approaches, assuming a signal
subspace dimension of k = 4.
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After examining denoising results for different patch and region sizes over the selection
of test images, we determined a set of default parameter values that yielded a reasonable
balance of performance and computation. For both algorithms, we divided the image into
regions of 32 × 32 pixels, with adjacent regions having 50% overlap. We then divided each
region into 8 × 8 patches, also with 50% overlap. Thus, each region contained n = 49
patches, which were used to estimate a local covariance of dimension p = 64.
In the case of the Nyström denoiser, covariance estimation was performed using the
Nyström covariance estimator, given a k-subset chosen via uniform sampling. Once the
k principal components and the estimated projection were computed, the denoised patches
were superimposed to reconstruct an estimate of the original image.
To alleviate artifacts due to patch boundaries, we incorporated the “cycle spinning”
approach of [86]. This method involves repeatedly denoising the image after subjecting
it to various circulant shifts; the denoised images are then shifted back and summed to
produce a final estimate. For the PCA and Nyström denoisers, we iterated each method
over combined horizontal and vertical shifts of one to seven pixels.
As a benchmark, we provide results from two other patch-based denoising methods: the
K-SVD algorithm of [82] and the BM3D algorithm of [83]. The first algorithm performs
denoising based on a trained “dictionary” of components obtained from the noisy image,
while the second jointly filters groups of image patches by arranging them into 3-D arrays.
For both algorithms, denoising was performed using code from the authors’ respective
websites, with parameters set to their default values. (The K-SVD algorithm also requires
that the user specify a dictionary size; to be consistent with the results of [82], we used a
value of 256.)
Results for all four algorithms are listed in Table 7.1. For each test image, algorithm, and
noise level, we list the average empirical PSNR over 10 realizations of each noisy image.
We see that with respect to PSNR, the PCA and Nyström denoisers perform comparably,
despite the fact that the Nyström denoiser requires only about one-third of the computation
needed by its PCA counterpart. Across all noise levels, results for the PCA and Nyström
denoisers are within approximately 2 to 3 dB of results for the benchmark algorithms,
indicating that subspace-based denoising provides a reasonable venue for studying the
performance of the Nyström covariance estimator.
In Figure 7.6, we provide an example of denoising results for the test image lena, given a
noise level of σ = 20. In addition to the PSNR for each estimate, we list its structural
similarity (SSIM) index, a widely-used metric for gauging perceptual similarity between
images [87]. In this instance, we see that the PCA and Nyström denoisers achieve similar
results, both in PSNR and in structural similarity.
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Figure 7.6: Example of denoising results for test image lena, given σ = 20. Top left: original image. Top
right: noisy image (PSNR = 22.11 dB, SSIM = 0.678). Middle left: PCA (PSNR = 30.00 dB, SSIM = 0.902).
Middle right: Nyström (PSNR = 29.48, SSIM = 0.899). Bottom left: K-SVD (PSNR = 32.39 dB,
SSIM = 0.930). Bottom right: BM3D (PSNR = 33.03 dB, SSIM = 0.941).

Chapter 7: Low-Rank Covariance Estimation

144

Table 7.1: Average PSNR (in dB ) of denoising algorithms for standard test images
Image

Dimensions

lena

512 × 512

boats

512 × 512

peppers

512 × 512

barbara

512 × 512

σ
5
20
50
5
20
50
5
20
50
5
20
50

/
/
/
/
/
/
/
/
/
/
/
/
/

PSNR

34.15
22.12
14.15
34.15
22.12
14.15
34.15
22.12
14.15
34.15
22.12
14.15

PCA
32.50
29.99
24.39
29.34
27.94
23.63
32.63
30.06
24.41
29.68
28.25
23.80

Nyström
31.76
29.46
25.23
28.66
27.17
24.01
31.83
29.47
25.19
28.96
27.39
23.91

K-SVD
38.60
32.38
27.82
37.23
30.37
25.93
37.71
32.31
28.22
37.06
30.64
25.28

BM3D
38.70
33.02
29.00
37.28
30.85
26.71
37.61
32.72
29.04
37.13
31.43
27.09

Results for High-Resolution Test Images
We also compared the performance of the PCA and Nyström denoisers on a set of highresolution test images obtained from [88]. The four images used are shown in Figure 7.7.
Note that the width and height of each image was cropped to the nearest multiple of the
region half-width (16 pixels); this adjustment is reflected in the resolutions listed.
In denoising the high-resolution images, in most cases we retained the same algorithm
parameters as were used for the test images. The only exception was the K-SVD algorithm,
for which we increased the dictionary size to 1024, and the maximum number of training
blocks to 130,000 (from its default value of 65,000).
Table 7.2 lists results for all four algorithms, for noise levels of σ = 5, 20, and 50. As before,
each PSNR value is an average over 10 noise realizations. For the high-resolution images,
we see that the Nyström denoiser actually performs slightly better than the PCA denoiser.
One explanation for this behavior is that when compared to a low-resolution image, each
region in a high-resolution image is better represented by the subspace model discussed
in Section 7.4.1. Recalling that n < p, we should expect in this case that the shrinkage
performed by the Nyström covariance estimator allows for improved subspace estimation,
as compared to the sample covariance.
In Figure 7.8, we show 256 × 256 close-ups of example denoising results for the test image
hdr, given a noise level of σ = 20. The Nyström-denoised image is noticeably smoother
and contains fewer artifacts than does the PCA-denoised image, as there is less mismatch
between its estimated subspace and the “true” subspace represented by the clean image
data. This difference is reflected in the PSNR values for each method.
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Figure 7.7: High-resolution test images for image denoising experiments. Top left: flower (2256 × 1504).
Top right: leaves (3008 × 2000). Bottom left: hdr (3072 × 2048). Bottom right: deer (4032 × 2640).

Table 7.2: Average PSNR (in dB ) of denoising algorithms for high-resolution test images
Image

Dimensions

flower

2256 × 1504

leaves

3008 × 2000

hdr

3072 × 2048

deer

4032 × 2640

σ
5
20
50
5
20
50
5
20
50
5
20
50

/
/
/
/
/
/
/
/
/
/
/
/
/

PSNR

34.15
22.11
14.15
34.15
22.11
14.15
34.15
22.11
14.15
34.15
22.11
14.15

PCA
42.97
33.01
25.20
29.34
27.99
23.21
41.48
32.79
25.14
34.97
31.10
24.82

Nyström
43.21
35.00
27.69
28.50
26.94
23.63
41.13
34.35
27.52
34.51
32.01
26.92

K-SVD
38.14
32.14
28.71
35.73
27.50
23.10
36.71
29.12
25.41
35.02
26.66
22.56

BM3D
46.64
40.44
36.04
39.31
31.61
26.78
45.46
39.21
34.76
36.45
33.33
31.98

Chapter 7: Low-Rank Covariance Estimation

146

Figure 7.8: Close-up of denoising results for test image hdr, given σ = 20. Top left: original image. Top
right: noisy image (PSNR = 22.11 dB, SSIM = 0.947). Middle left: PCA (PSNR = 32.79 dB, SSIM = 0.975).
Middle right: Nyström (PSNR = 34.35, SSIM = 0.976). Bottom left: K-SVD (PSNR = 29.12 dB,
SSIM = 0.970). Bottom right: BM3D (PSNR = 39.22 dB, SSIM = 0.986).
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Overall, results for the standard and high-resolution test images highlight potential
advantages of the Nyström covariance estimator. For both sets of images, we see that
the Nyström approximation can be utilized to reduce computational cost, while producing
comparable or even improved denoising results.

7.5

Summary

In this chapter, we developed the Nyström approximation as a low-rank covariance
estimator. In addition to deriving expressions for its bias and mean squared error for
the case of normally-distributed data, we showed that the Nyström covariance estimator
shrinks the sample eigenvalues. This shrinkage allows the estimator to achieve performance
that is comparable to (or at times, better than) the sample covariance, particularly in cases
where the number of samples is less than the dimension of the data. Moreover, because
of the computational advantages of the Nyström covariance estimator, its eigenvalues and
eigenvectors can be computed for far less than the cost of spectral analysis of the sample
covariance.
We illustrated the potential of the Nyström covariance estimator through its use in two
example applications: array signal processing and image denoising. In the first example, we
used adapted a projection-based beamforming algorithm to utilize the Nyström estimator,
resulting in reduced computation with little degradation in our ability to recover the desired
signal. In the second example, we developed a simple PCA-based algorithm for image
denoising, and then showed how the Nyström covariance estimator could be used to reduce
computation while maintaining or even improving denoising performance.

Chapter 8

Conclusion
In this dissertation, we addressed the problem of low-rank approximation of positive
semidefinite matrices. We focused the Nyström method, which constructs an approximation
of a matrix based on one of its principal submatrices (i.e. a set of rows and columns). In this
sense, the Nyström method recasts the low rank approximation problem as one of landmark
data selection.

8.1

Summary of Contributions

As stated in the introduction, the contributions of this work can be organized into
three areas: new advances in the general theory of Nyström approximation, extension of
the theory of Nyström approximation to random matrices, and the development of new
computational approaches for applying Nyström methods in practice. We continue by
reviewing significant results in each area.

Advances in Nyström approximation theory. The focus of Chapters 3 and 4 was the
development of the general theory of Nyström methods. In Chapter 3, we began by deriving
the Nyström approximation as both an spectral approximation technique and a projectionbased method. In addition to providing new characterizations of spectral properties of the
Nyström approximation, we proved a number of results regarding general properties of its
error.
In Chapter 4 we studied randomized methods for Nyström subset selection, using results
from the previous chapter to prove a number of error bounds for low-rank approximation
of general matrices. In the case of uniform sampling, we derived a new lower bound for
expected approximation error, as well as new upper bounds for squared error and error
148
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variance. We also introduced two new data-dependent distributions: the trace distribution
and the k-fold product distribution. For both distributions, we derived upper bounds for
expected approximation error.

Nyström approximation of random matrices. In Chapter 5, we extended the results
of previous chapters by assuming that the matrix to be approximated was drawn from a
distribution over the positive definite matrices. We began with the Wishart distribution,
expanding upon results previously published in [29]. We saw that the analytical properties
of Wishart matrices—most notably, their distribution under the action of the Schur
complement—allowed us to characterize the distribution of the approximation error given
a specified subset. After obtaining expressions for marginal statistics of the approximation
error given a subset sampling distribution, we developed a simplified covariance model that
allowed us to compute closed-form expressions for expected error and error variance.
In addition to the results for Wishart matrices, we derived expressions for the mean
and variance of the approximation error for the case of beta random matrices. Finally,
we examined a general class of orthogonally invariant and residual independent matrices
(ORIARIM), of which matrices with identity Wishart and matrix beta distributions are
members. We then derived a general expression for expected error that holds for the
Nyström approximation of any matrix in the ORIARIM class.

Algorithms and applications for Nyström approximation. In Chapters 6 and 7,
we transitioned from Nyström theory to discuss practical applications of Nyström methods.
In Chapter 6, we examined a number of new and existing algorithms for subset selection in
practice. In particular, we developed proposal distributions that allowed us to perform exact
sampling from the trace and k-fold product distributions, and showed how the k-fold product
distribution could be used to perform exact sampling from the determinant distribution. We
also developed Markov chain Monte Carlo methods for approximate sampling from these
three distributions, based on both the Metropolis-Hastings and Gibbs sampling algorithms.
We also developed two new optimization methods for subset selection: greedy trace
maximization and iterative trace ascent. Both methods were shown to improve upon the
error performance of randomized methods, though at the cost of increased computation.
To end the chapter, we studied the general algorithmic technique of oversampling, and
examined the performance and computational tradeoffs of various methods in the context
of a linear, Dirichlet-weighted random data model.
Finally, in Chapter 7, we extended the Nyström approximation as a covariance estimation
technique, the goal of which was to provide for efficient computation of low-rank
covariance matrices and their principal components, while also improving estimation
through eigenvalue shrinkage. In the case of normally-distributed data, we derived
expressions for the bias and mean squared error of the estimator (to appear in [30]). We
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then illustrated the practical use of the estimator in two example applications: adaptive
beamforming and image denoising. In both cases, we showed that the Nyström covariance
estimator could be used to reduce computation while maintaining (or even improving) error
performance.

8.2

Prominent Themes

The results of previous chapters contain a number of recurring concepts. We take a moment
now to highlight the most important themes of earlier discussions.

Projection interpretation of the Nyström method. Regarding our theoretical
results for Nyström approximation, one major theme was the interpretation of the Nyström
method as a projection. Although typically derived in terms of a set of approximate
eigenvectors, we found that the Nyström method could also be represented as an orthogonal
projection onto the subspace spanned by a subset of the data. Not only was this
characterization the crux of many of our proofs, it also provided us greater insight into
the behavior of the Nyström approximation and its error.
Another prominent theme—deeply tied to the projection interpretation—was the expression
of the Nyström approximation error as a Schur complement. This concept was essential for
proving error bounds in Chapter 4, as well as results for random matrices in Chapter 5.

Practical use of the Nyström approximation. An important theme in later chapters
was the types of problems for which the Nyström method was the most appropriate, as well
as strategies for maximizing its impact in these scenarios. In general, the advantages of the
Nyström method were most evident when it was applied to problems that shared a few key
characteristics. First, these problems typically required computation of a small number of
principal eigenvalues and/or eigenvectors of a positive semidefinite matrix, after which the
matrix itself was no longer required. If constructing the positive semidefinite matrix was
a costly step in the application, we could realize additional computational savings by only
evaluating those rows or columns needed by the Nyström approximation. Also, we saw that
the Nyström method had the most impact when the positive semidefinite matrix was very
large, or when spectral analysis had to be repeated many times.

Uniform sampling and subset oversampling. Finally, although we presented many
different approaches for performing Nyström subset selection in practice, our examples
showed that uniform sampling could provide satisfactory results for a variety of problems,
particularly if computational resources allowed subset oversampling to be employed.
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However, we also examined the advantages of more advanced methods for subset selection,
and the discussion and theoretical results provided in earlier chapters should help
practitioners identify those problems for which more sophisticated techniques may be
needed.

8.3

Future Directions

While this dissertation contains many contributions to the theory and application of
Nyström approximation techniques, it also provides a foundation for new questions and
future investigations. We conclude with a few examples of areas for further research.

The determinant distribution. In Chapter 4, we saw that randomized subset selection
using the determinant distribution resulted in a Nyström approximation whose error was
provably rate-optimal. However, we also noted that sampling from this distribution can
be challenging in practice, often requiring Monte Carlo sampling methods such as the
Metropolis-Hastings algorithm discussed in Chapter 6. A problem with such approaches is
that they lack convergence results, and thus in practice one has no way of knowing how
many iterations are required for the Markov chain to approximately reach steady state.
Consequently, the development of mixing time bounds would be extremely valuable for
either supporting or refuting the efficacy of approximate sampling methods for Nyström
subset selection.

Approximation of special classes of matrices. In Chapter 5, we extended the results
of previous chapters by assuming the matrix to be approximated was drawn from a
distribution over the set of positive definite matrices. In developing these results, we found
it essential to identify distributions for which the action of the Schur complement was
analytically tractable.
However, there are a number of other classes of matrices that exhibit special properties under
Schur complementation. For example, it can be shown [89] that any Schur complement
in a “diagonally dominant” matrix (i.e. a matrix whose diagonal elements dominate the
total magnitude of all other elements in their respective rows) is also diagonally dominant.
Similarly, it can be shown that a Schur complement in a graph Laplacian matrix (introduced
in Section 1.2) produces another graph Laplacian matrix.
Thus, an important contribution would be to understand various interpretations of the
Nyström approximation within the context of these special matrix classes. By exploiting
special properties of these classes, one potentially could develop results that are more
powerful (though less general) than those of Chapter 4.
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Subset oversampling and Nyström subspaces. Finally, recall that in Chapter 6, we
discussed the algorithmic technique of subset oversampling. Although introduced primarily
as a computational technique, oversampling can be viewed as a sort of “interpolation”
between Nyström projections, allowing us access to a continuum of subspaces that includes
the discrete collection spanned by certain subsets of the data. In the limit as the
oversampling order approaches the dimension of the matrix, we recover the original matrix
ati gain access to an optimal projection.
Interpreting oversampling as a means for connecting the combinatorial set of Nyström
subspaces suggests a number of new topic for future investigation. When does subset
oversampling recover an optimal approximation, or something close? Can we bound
performance as a function of the oversampling factor? Can properties of the matrix and its
ensemble of Nyström subspaces be used to determine how effective oversampling will be?
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[17] E. J. Nyström, “Über die praktische Auflösung von Integralgleichungen mit
Anwendungen auf Randwertaufgaben,” Acta Mathematica, vol. 54, no. 1, pp.
185–204, 1930.
[18] C. K. I. Williams and M. Seeger, “Using the Nyström method to speed up kernel
machines,” in Advances in Neural Information Processing Systems, 2000.
[19] C. Fowlkes, S. Belongie, F. Chung, and J. Malik, “Spectral grouping using the
Nyström method,” IEEE Transactions on Pattern Analysis and Machine
Intelligence, vol. 26, no. 2, pp. 1–12, 2004.
[20] M.-A. Belabbas and P. J. Wolfe, “On landmark selection and sampling in
high-dimensional data analysis,” Philosophical Transactions of the Royal Society,
Series A, vol. 367, no. 1906, pp. 4295–4312, 2009.
[21] J. A. Hartigan, Clustering Algorithms.

John Wiley & Sons, 1975.

[22] R. O. Duda, P. E. Hart, and D. G. Stork, Pattern Classification.
Sons, 2001.

John Wiley &

[23] Z. Wu and R. Leahy, “An optimal graph theoretic approach to data clustering:
theory and its application to image segmentation,” IEEE Transactions on Pattern
Analysis and Machine Intelligence, vol. 15, no. 11, pp. 1101–1113, 1993.
[24] J. Shi and J. Malik, “Normalized cuts and image segmentation,” IEEE Transactions
on Pattern Analysis and Machine Intelligence, vol. 22, no. 8, pp. 888–905, 2000.

Bibliography

155

[25] A. Pothen, H. D. Simon, and K.-P. Liou, “Partitioning sparse matrices with
eigenvectors of graphs,” SIAM Journal on Matrix Analysis and Applications, vol. 11,
no. 3, pp. 430–452, 1990.
[26] U. von Luxburg, “A tutorial on spectral clustering,” Statistics and Computing,
vol. 17, no. 4, pp. 395–416, 2007.
[27] A. Y. Ng, M. I. Jordan, and Y. Weiss, “On spectral clustering: analysis and an
algorithm,” in Advances in Neural Information Processing Systems, 2001.
[28] A. K. Jain, Fundamentals of Digital Image Processing.

Prentice Hall, 1989.

[29] N. Arcolano and P. J. Wolfe, “Nyström approximation of Wishart matrices,” in
Proceedings of the IEEE Conference on Acoustics, Speech, and Signal Processing,
2010.
[30] N. Arcolano and P. J. Wolfe, “Estimating principal components of large covariance
matrices using the Nyström method,” in Proceedings of the IEEE Conference on
Acoustics, Speech, and Signal Processing, 2011.
[31] R. A. Horn and C. R. Johnson, Matrix Analysis.
[32] R. Bhatia, Matrix Analysis.

Cambridge University Press, 1985.

New York: Springer, 1997, vol. 169.

[33] A. K. Gupta and D. K. Nagar, Matrix Variate Distributions. Boca Raton: Chapman
& Hall / CRC, 2000.
[34] A. W. Marshall and I. Olkin, Inequalities: Theory of Majorization and Its
Applications. San Diego, California: Academic Press, 1979.
[35] D. E. Crabtree and E. V. Haynsworth, “An identity for the Schur complement of a
matrix,” Proceedings of the American Mathematical Society, vol. 22, no. 2, pp.
364–366, 1969.
[36] K. V. Mardia, J. T. Kent, and J. M. Bibby, Multivariate Analysis.
Academic Press, 1979.
[37] R. J. Muirhead, Aspects of Multivariate Statistical Theory.
& Sons, 1982.

London:

New York: John Wiley

[38] W. G. Cochran, “The distribution of quadratic forms in a normal system, with
applications to the analysis of covariance,” in Mathematical Proceedings of the
Cambridge Philosophical Society, 1934.
[39] Y. Konno, “Exact moments of the multivariate F and beta distributions,” Journal of
the Japan Statistical Society, vol. 18, no. 2, pp. 123–130, 1988.

Bibliography

156

[40] J. C. Platt, “Fast embedding sparse music similarity graphs,” in Advances in Neural
Information Processing Systems, 2003.
[41] A. Talwalkar, S. Kumar, and H. Rowley, “Large-scale manifold learning,” in
Proceedings of the IEEE Conference on Computer Vision and Pattern Recognition.
IEEE, 2008.
[42] A. Deshpande, L. Rademacher, S. Vempala, and G. Wang, “Matrix approximation
and projective clustering via volume sampling,” in Proceedings of the 17th Annual
ACM-SIAM Symposium on Discrete Algorithms, 2006.
[43] M.-A. Belabbas and P. J. Wolfe, “Spectral methods in machine learning: new
strategies for very large data sets,” in Proceedings of the National Academy of the
Sciences of the United States of America, vol. 106, 2009, pp. 369–374.
[44] S. Das Gupta, “Nonsingularity of the sample covariance matrix,” Sankhyā: The
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